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Coding for Speed in Delphi

1 Introduction

This document holds information about writing optimized code in Delphi. It focuses on optimizing for speed on the Intel processors PIII & P4. It covers those processors micro architecture and presents Intel VTune, which is a powerful profiler and code analyzer for Intel processors.

Code is optimized using Object Pascal as well as assembly. Where it is possible some simple rules of thumb are shown and optimizing solely using them will lead to fairly optimal code.

The instruction sets MMX, SSE and SSE2 are introduced in some examples.
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3 VTune

3.1 Profiling

Don’t ever optimize anything before you have found the bottlenecks with help from some kind of profiler. VTune is my first choice for a profiler, but simply looking for the innermost loop in the time consuming function / procedure will do in many cases.

VTune can give you the exact picture of runtime distribution in the application. 
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Figure 1 Function hot spot view in VTune 5.0

The four bars represent the amount of time used in four functions. The names of the functions are shown when the mouse is dragged over the bars. Double clicking a bar gives this picture.
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Figure 2 Location hot spot view in VTune 5.0

Here the bars represent the time usage for the lines of code in the function. Double clicking a bar here invokes a window with a source view.
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Figure 3 Source view in VTune 5.0

Here is an exact view of which instructions are using the clock cycles. In this example it was the FADD B instruction in some inline assembler code that was using the most cycles.

This is very effective profiling, hitting the hot spot with a few mouse clicks showing exactly how many clock cycles were spend on each line of code. The next question is why the instruction(s) uses that many cycles. Two reasons exist. The instruction is slow. Some penalties occur. If the instruction is slow (divide, cosinus etc), se whether it is necessary or perhaps it could be executed less often. VTune can count all possible penalties just like it counts clock ticks. Some possible penalties are: Instruction cache misses, data cache misses, L1 cache line splits or misaligned branch target.

3.2 Event based Sampling

VTune can run event-based sampling. The result of this is like the hot spot view from the profiling session, but instead of clockticks on the Y axis, there can be L1 cache misses, branch mispredictions or any of the events shown in the table below.

This gives an overview of the distribution of a given penalty across the applications runtime.

	Processor Event

	Clockticks

	Instructions retired

	Uops Retired

	Branches Retired

	Mispredicted Branches Retired

	Trache Cache Deliver Mode

	Trace Cache Misses

	1st Level Cache Load Misses Retired

	2nd Level Cache Load Misses Retired

	DTLB Load Misses Retired

	ITLB Load Misses Retired

	Split Load Replays

	Split Loads Retired

	Split Store Replays

	Split Stores Retired

	MOB Loads Replays

	MOB Loads Replays Retired

	Loads Retired

	Stores Retired

	2nd Level Cache Read Misses

	2nd Level Cache Read References

	Bus accesses

	Non-prefetch Bus Accesses

	Bus Data Ready

	Reads

	Writes

	Reads non-prefetch

	All WC

	All UC

	Write WC Full

	Write WC Partial

	X87 Input Assists

	X87 Output Assists

	SSE Input Assists

	Machine Clear Count

	Memory Order Machine Clear

	Packed Single-precision FP SSE Instructions Retired

	Packed Double-precision FP SSE Instructions Retired

	Scalar Single-precision FP SSE Instructions Retired

	Scalar Double-precision FP SSE Instructions Retired

	128-bit MMX Instructions Retired

	64-bit MMX Instructions Retired

	X87 Instructions Retired

	X87 and SIMD Reg and Memory Moves Retired


Table 1 Possible Pentium 4 processor events in event-based sampling

4 Processor knowledge

Many of the general optimization rules are valid for all modern processors, but when you get into details and write some assembly code you will most often end up optimizing to get around bottlenecks in a specific processor micro architecture. This can lead to different versions of the code targeting different processors. Intel have over the years extended the IA 32 instruction set and each new processor generation have got new instructions to improve code efficiency. An example is conditional move instructions, which were added in the Pentium Pro. Using these instructions will of course do that your code will not run on older processors. 

Completely new instruction sets can also be introduced as new architectures are evolved.

The best examples of this are MMX, SSE & SSE2 instructions. MMX has been around for many years now since the Pentium MMX was born and is present in almost all computers around, but SSE, and even worse SSE2, is not that common. It is necessary to check for support of these instructions before using them or else your nice program will end up crashing with an invalid opcode exception. SSE is supported from PIII and onwards and SSE2 is only supported by the Pentium 4 / Xeon processors.

AMD processors have their own extended instruction set called 3DNOW, but the Athlon also supports MMX and the new Athlon XP also supports SSE.

Tweaking the code to the absolutely less waste of clock cycles demands an in dept knowledge of the micro architecture you are targeting. Here Intel manuals have huge amounts of information. AMD is not as strong in this regard.

5 Pentium P6 Core Microarchitecture

5.1 Instruction Decoder

The decoder has three decoders that can run in parallel. The two decoders can execute simple instructions only and the last decoder decodes any instruction. The definition of a simple instruction is one that decoders to 1 microinstruction only and it must be 4 bytes maximum.

Instructions go through the decoder in slots of three per clock if there is no more than one complex instruction per slot. If there are more than one complex instruction this will be postponed to the next decode cycle. Therefore there is the possibility that one of the simple decoders sit idle. For maximum decode speed arrange instructions like this: Complex – Simple – Simple – Complex – Simple – Simple. Any of the Complex instructions can be substituted by a simple instruction.

At first sight it looks as these two simple decoders could be replaced by more powerful ones to increase decode speed. Of course they could but decode speed is very seldom the bottleneck and resources could better be spend in other areas, Intel judged.
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Figure 4 Decoder groups as shown in VTune

Here we see how decoders groups are shown in VTune. The first two instruction goes into one decode slot and one decoder sit idle, perhaps the complex one. The next instruction is complex and goes to the complex decoder. The next two simple instructions (fnstsw and sahf) could go to the simple decoders and thus fill the decoders completely. Why they don’t is a mystery or a bug in VTune. Instead the next three instructions, all simple, fills a decode slot. Now comes two complex instruction and the first one has to go to the complex decoder and the to simple ones sit idle until the next cycle where the xor goes to the complex decoder and the jnz goes to a simple. The next instruction is complex and must wait until the next cycle. It goes – of course – to the complex decoder and luckily the next two instructions are simple and go into the two simple decoders. The last two decoder groups are complex – simple – empty. All in all we have 8 decoder groups with 16 instructions. Two instructions are decoded per cycle.

All in all we see that the decoders are utilized far from optimal and the overall processor throughput is only 67 % of the maximum rate of three instructions per clock cycle.

5.2 Reservation Station 

After instructions have been decode and broken down into microinstructions they go to the reservation station. Here they wait until an execution unit of the right type is ready and eventual data also are ready.

The function of the reservation station can be seen as a buffer that breaks the pipeline up into sub pipelines that are decoupled. A stall in one sub pipeline does therefore not lead to a stall in the other sub pipelines.

It also enables out of order execution and thereby scheduling of instructions at runtime. As a contrast was the Pentium processor equipped with two pipelines and it was crucial that instructions was issued to them in the right order so both pipelines could be utilized fully. The compiler had a tough job on selecting the most efficient instruction order.

It is far easier to generate code for the P6 architecture.

The reorder buffer can hold 40 microinstructions.

5.3 Execution Units

The P6 kernel has five instruction units, also called ports. Two for floating point microinstructions, two for integer and one memory interface unit. A table over which unit each microinstruction can execute in can be seen in 33.

5.4 Reorder Buffer

After microinstructions have been executed them are fed into the reorder buffer. They stay here until the get retired in original program order. As this happens the IA32 registers will be updated. Under execution local temporary registers have been used. This removes false register sharing penalties. It also removes the problem that most floating point instructions use the floating point stack top. Parallelism in floating point code would be reduced to almost nothing if this top of stack dependence were not removed by using temporary registers.

Microinstructions are able to retire when all instructions prior to them in the original code order have retired.

The reorder buffer can hold 40 microinstructions and the maximum retirement ratio is 3 per clock. A possible retirement slow down is that taken jumps must retire in the first of the three slots.

5.5 Branch Target Buffer

In modern processor architecture with deep pipelines it is very important that branches are predicted correct. A mispredicted branch leads to a pipeline flush and filling the pipeline again with instructions from the correct branch path takes time. The wasted time is directly proportional to the pipeline depth, which is 10 stages in the P6 core and 20 stages in the Pentium 4 core.

Branch prediction is divided into static and dynamic prediction. The static branch prediction is used for branches that do not have an entry in the branch target buffer. This count for branches that are seen for the first time or for branches which entry in the branch target buffer has been flushed because more branches than the buffer can hold has been executed.

The static branch prediction algorithm is very simple. Forward jumps are predicted not taken and backward jumps are predicted taken. Forward jumps come from if, or case statements and backward jumps come from loops.

The dynamic branch predictor hardware is far more complex and the best description I am aware of is from Agner Fog (reference 4).

6 Intel Pentium Pro Microarchitecture

The Pentium Pro processor was the first processor that used the P6 microarchitecture. It has 256 kB on die full speed L2 cache.

7 Intel Pentium II Microarchitecture

The Pentium II processor is the successor to the Pentium Pro processor and the main differences is that the PII included the MMX instruction set and that the L2 cache moved of die and was clocked at half core speed. The Slot 1 case was introduced to hold the L2 cache and the core chip on a common PCB.

It was introduced with a clock of 233 MHz and ended on 450 MHz.

8 Intel Pentium III Microarchitecture

The Pentium 3 processor is building on the P6 core inclusive MMX with addition of a new instruction set called SSE. It is just a PII with addition of SSE. 

8.1 Classic

The first PIII processor has half clock off die caches with a size of 512 KB. This is the same as the Pentium II and the performance is identical as long as the new SSE instructions are not used. It was introduced at a clock of 450 MHz.

8.2 Cuppermine

The latest Pentium 3’s have the Cuppermine core which features a 256 KB on die full clock second level cache called advanced transfer cache. The technology is 0.18 (m

There is actually no copper in the core and the name is to some extend misleading. It was introduced at 500 MHz and stopped at 1000 MHz. It was available with 100 MHz and 133 MHz frontside bus.

8.3 Tualatin

The Tualatin core is manufactured with the 0.13 (m technique. It comes with different cache sizes and types. The Cuppermine cache has a 512 KB on die full speed L2 cache that looks to be less advanced / fast than the Cuppermine type. It is available at clock speeds between 1133 MHz and 1400 MHz. Whether a program runs faster on the big or the small cache depends on their working set size. If they fit in the small cache then they will run fastest on the 256 KB version. If they do not fit in the small cache they will run fastest on the big cache core. Small programs with small data sets will be fastest on the small cache because this one delivers data/instructions in fewer clock cycles. In general it will take longer time to search for data in a bigger cache.

9 Celeron

9.1 Classic

9.2 Cuppermine

Is a Pentium III Cuppermine with the L2 cache cut to half the size, 128Kb, and a frontside bus clock running at 66 MHz for clocks speeds up to 800 MHz. At clock speeds from 800 MHz to 1100 MHz the front side bus clock is 100 MHz. 

9.3 Tualatin

The Tualatin Celeron is currently (11/1-2004) available at a maximum clock of 1400 MHz.

10 Intel Pentium 4 Microarchitecture

The P4 core has a lot of similarities with the P6 core and this chapter focuses on describing the new things in the P4 core and describing differences and similarities between the cores. Therefore it is recommended to read the chapter on the P6 core first.

10.1 Execution Trace Cache

The trace cache has come instead of the L1 instruction cache in P6. An ordinary L1 instruction cache holds instruction waiting to be decoded. The trace cache holds microinstructions that have been decoded. These microinstructions are collected in streams called traces where all jumps has been removed and instructions are in execution flow order rather than compile time program order. The advantage is that taken branch penalties are removed and that loops are only decoded once. This saves decoder bandwidth and the decoder in P4 can only handle one instruction per clock compared to three in the P6 core.

The execution trace cache can hold 12K microinstructions and can deliver up to three microinstructions per cycle.

The first time code is executed it has to pass the decoder and this limits the entire processor bandwidth to one instruction per cycle.

8 way associative

Se Reference X, Y & Z for a thorough discussion of trace caches

10.2 Level 1 Data Cache

Line size 64 byte

4 way set associative

Latency 2 clock cycles for integer

Latency 6 clock cycles for FP data

Write through

10.3 Level 2 Data Cache

Line size 128 byte

8 way associative

Latency 7 clock cycles for integer and FP data

Write back

Has a bandwidth of 64 GBs at 2 GHz.

10.4 Branch prediction

Branch prediction is one of the most important things in modern deeply pipelined processors. On a branch misprediction the entire pipeline has to be flushed and filled again with instructions from the correct code path. This stall equals roughly the pipeline depth multiplied by two. The Pentium 4 pipeline is twice as deep as the P6 core pipeline and therefore is the cost of mispredicted branches twice as much.

The branch prediction ability has, Intel says, improved by 30%, but still this cannot make up for the increased misprediction cost. This is one of the reasons why the Pentium 4 is less efficient than the P6 core clock by clock.

10.5 Execution units

The Pentium 4 core has 7 execution units compared to the 5 of the P6 core. The execution units are named; ALU 0, FP Move, ALU 1, Integer Operation, FP Execute, Memory Load and Memory Store. ALU 0 and ALU 1 are running at twice the speed of the rest of the core. The 7 execution units are attached to 4 issue ports named; Port 0, Port 1, Port 2 and Port 3. ALU 0 and FP Move share port 0, ALU 1 Integer Operation and FP Move share port 1, Memory Load has its own Port – Port 2 and execution unit Memory Store has issue port – Port 3. The FP execute unit is subdivided into seven pipelines called: xxxxx. The total number of FP units is 5.

The fact that some execution units share issue ports could look like a severe performance limiting factor, but Port 0 and Port 1 can issue 2 microinstructions per cycle and the last two ports have only one execution unit attached. Only Port 1 has three execution units attached and it is double clocked. 

The issue bandwidth is up to 6 microinstructions per clock compared to the maximum execution bandwidth of 9. Whether the bottleneck is issue- or execution-bandwidth limited depends on the program. If it contains microinstructions of mixed types that spread widely over execution units and they have very short latencies then issue bandwidth will be the limiting factor. On the other hand if the program is strongly integer or floating point instruction dominated then there will be only few microinstructions for some of the execution units and because execution units of similar type is attached to different ports then performance will be limited by the execution units. 

The second case is the most normal and therefore will issue speed seldom be a problem.

Intel probably determines the actual number of execution units and their distribution on ports by analyzing common programs (or benchmarks!).

11 Special instructions

11.1 FCMOV

This instruction is floating point conditional move. It copies data or not depending on the state of the flags in the EFLAGS register. FCMOV was introduced in the Pentium Pro processor. Use the CPUID instruction to control support for it.

11.2 FCOMI, FCOMIP, FUCOMI, FUCOMIP

Compare floating point values and set EFLAGS register. These instructions were introduced in the Pentium Pro processor. Use the CPUID instruction to control support for it.

11.3 MMX

11.4 SSE

11.5 SSE2

12 Out of order execution effectiveness

Ideally the out of order execution ability in the modern processors would free the compiler / assembly writer of the burden of scheduling code, but investigations has shown that the processor instruction reorder mechanism is not ideal. Letting the compiler schedule instructions is still helpful, even though it is not nearly as important as it is on the Pentium processor. It is far more important to schedule code to improve decoding speed. 

12.1 Code examples

13 Bottleneck Analysis

13.1 Integer

13.1.1 P6

13.1.2 P4

13.2 Floating point

13.2.1 P6

13.2.2 P4

14 Memory Copy

14.1 Integer

14.2 Floating Point

Copying floating point data can basically be done in two ways. Either by using CPU registers as temporary storage or by using the FPU stack. Using SSE on P3 or SSE/SSE2 on P4 can also do it.

As an example this chapter uses functions for copying complex numbers in rectangular format. Just think about the records used in a general way. Any record with floating point numbers would suffice. The basic function looks like this

function CopyRectangularComplexE1(X : TRectangularComplexE) :                      TRectangularComplexE;

begin

 Result := X;

end;
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Figure 5 Compiler generated code for CopyRectangularComplexE1
A lot of code is generated for setting up a stackframe and for copying data into it as call by value is used. The data is actually copied twice.

function CopyRectangularComplexE2(const X : TRectangularComplexE) : TRectangularComplexE;

begin

 Result := X;

end;
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Figure 6 Compiler generated code for CopyRectangularComplexE2
Using the const keyword ensures that call by reference is used and now the data is only copied once. MOVSD instructions are used and they use the EDI and ESI registers for adressing. Before copying the data pointers into these registers they have to be backed up and the PUSH instructions do that. The POP instructions restore the registers after end of use.

function CopyRectangularComplexE3(const X : TRectangularComplexE) : TRectangularComplexE;

begin

 Result.RealPart := X.RealPart;

 Result.ImaginaryPart := X.ImaginaryPart;

end;
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Figure 7 Compiler generated code for CopyRectangularComplexE3
Splitting the Pascal code up into two lines of copy which copy the record members one at the time saves the PUSH and POP instructions because the EAX and EDX registers are used directly for adressing.

This is the optimal code for copying extended precision floating point data.

function CopyRectangularComplexE5(var X : TRectangularComplexE) : TRectangularComplexE;

asm

 FLD   TBYTE PTR [EAX];

 FSTP  TBYTE PTR [EDX];

 FLD   TBYTE PTR [EAX + $0A];

 FSTP  TBYTE PTR [EDX + $0A];

end;

The handcrafted assembly code using the floating point stack as temporary storage is slower than the version using the CPU registers. This is mainly because the four instructions are 4 microinstructions big and this gives decoder slow penalties on the P4 processor that were used for the timings in this chapter. Vtune 5.0 says this but the code was supposed to run out of the trace cache except on the first few iterations. On a P6 based processor speed will also be hold down by the decoder which is only capable of decoding one complex instruction per cycle. These matters will be investigated further in the chapter were we copy arrays.

	Version
	Clock cycles

	CopyRectangularComplexE1
	73

	CopyRectangularComplexE2
	43

	CopyRectangularComplexE3
	14

	CopyRectangularComplexE5
	37


Table 2 Timing results for extended precision floating point variables copy

Next step is to analyze double precision variables. It is now known that the const keyword must be used and that it pays to copy the two record members separately using two lines of Pascal.

function CopyRectangularComplexD1(const X : TRectangularComplexD) : TRectangularComplexD;

begin

 Result.RealPart := X.RealPart;

 Result.ImaginaryPart := X.ImaginaryPart;

end;
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Figure 8 Compiler generated code for CopyRectangularComplexD1
There are no surprises here. One double precision variable can be copied with four MOV as they each copy 4 bytes and data has to be moved into the CPU and then moved back into the memory hierarchy.

function CopyRectangularComplexD2(const X : TRectangularComplexD) : TRectangularComplexD;

asm

 FLD   QWORD PTR [EAX];

 FSTP  QWORD PTR [EDX];

 FLD   QWORD PTR [EAX + $08];//Depending on compiler switch "Record field alignment"

 FSTP  QWORD PTR [EDX + $08];

end;
This code has the drawback that the two $08 constants only are valid when the compiler switch “Record field alignment” is set to 1 byte.  It is much better to let the compiler work out the addressing by referring to X, but it seemed to be buggy.

The SSE2 MOV instructions are born to handle this case were 2 double precision variables is copied in parallel. Code for using SSE2 looks like this when X is 16 byte aligned.

function CopyRectangularComplexSSE2A(const X : TRectangularComplexD) : TRectangularComplexD;

asm

 MOVAPD XMM0, [EAX]

 MOVAPD [EDX], XMM0

end;

and like this if no alignment can be trusted.

function CopyRectangularComplexSSE2U(const X : TRectangularComplexD) : TRectangularComplexD;

asm

 MOVUPD XMM0, [EAX]

 MOVUPD [EDX], XMM0

end;
 The aligned versions runs as fast as the standard MOV bases function, but it has the drawback that a P4 is needed. The unaligned version is slow and should be avoided.

	Version
	Clock cycles

	CopyRectangularComplexD1
	10.4

	CopyRectangularComplexD2
	10.9

	CopyRectangularComplexSSE2A
	10.5

	CopyRectangularComplexSSE2U
	18.7


Table 3 Timing results for double precision floating point variables copy

Copying single precision FP data runs in the same lane  as the two above examples.

function CopyRectangularComplexS1(const X : TRectangularComplexS) : TRectangularComplexS;

begin

 Result.RealPart := X.RealPart;

 Result.ImaginaryPart := X.ImaginaryPart;

end;
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Figure 9 Compiler generated code for CopyRectangularComplexS1

No surprises here

function CopyRectangularComplexS2(var X : TRectangularComplexS) : TRectangularComplexS;

asm

 FLD   DWORD PTR [EAX];

 FSTP  DWORD PTR [EDX];

 FLD   DWORD PTR [EAX + $04];

 FSTP  DWORD PTR [EDX + $04];

end;
SSE is made for handling 4 single precision variables in parallel and we only have two. Therefore only half of the XMM registers are used. Using the upper half or the lower half does not matter.

This code demonstrates use of the lower part.

function CopyRectangularComplexSSELPS(var X : TRectangularComplexS) : TRectangularComplexS;

asm

 MOVLPS XMM0, [EAX]

 MOVLPS [EDX], XMM0

end;

Using the upper part

function CopyRectangularComplexSSEHPS(var X : TRectangularComplexS) : TRectangularComplexS;

asm

 MOVHPS XMM0, [EAX]

 MOVHPS [EDX], XMM0

end;

MMX is born for handling 64 byte data chunks and this is what we are doing, but the MMX registers are aliased onto the FPU stack and the MMX state has to be cleared before the function is ended. The EMMS instruction does this and its latency matters in such small functions. In this case it is responsible for half of the function latency. Copying larger records will amortize the EMMS overhead over more MOVQ’s and the MMX code will perform as god as the ordinary CPU code.

function CopyRectangularComplexMMXQ(var X : TRectangularComplexS) : TRectangularComplexS;

asm

 MOVQ MM0, [EAX]

 MOVQ [EDX], MM0

 EMMS

end;

	Version
	Clock cycles

	CopyRectangularComplexS1
	10.2

	CopyRectangularComplexS2
	10.4

	CopyRectangularComplexMMXQ
	23 (No EMMS 10.58)

	CopyRectangularComplexSSELPS
	10.6

	CopyRectangularComplexSSEHPS
	10.7


Table 4 Timing results for single precision floating point variables copy

14.2.1 Conclusion

There is no need using assembly code to copy floating point data because the compiler does a proper job. Just remember to use the const keyword when transferring records in function calls.

Use MOV for copying extended precision floating point variables. Use MOV or FLD/FSTP for copying double precision and single precision floating point variables.

There is no need to use MMX, SSE or SSE2 as no speed up is possible.

14.3 Arrays

14.4 Strings

15 Algorithms

15.1 Mathematical computations

15.1.1 Square Root

Delphi has a library function for calculating the square root of floating point numbers in extended precision. The declaration looks like this

function Sqrt(X: Extended): Extended;

It is implemented as optimal as possible as the compiler does some “magic”. 
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This CPU view shows that the function is inlined and it uses the IA 32 FP instruction FSQRT without any overhead. It is not possible to do it more efficiently as long as extended precision is wanted. If double or single precision is enough we must develop our own functions.

At first we develop a function for extended precision and compares it with the magic compiler version.

function DKCSqrtE(var X : Extended) : Extended;

asm

 FLD   TBYTE PTR [X]

 FSQRT

end;
This version is the best we can do and timings show that it is running as fast as the library function. We conclude that our starting point is god and proceed by implementing double precision and single precision variants. They look like this

function DKCSqrtD(var X : Double) : Double;

asm

 FLD   QWORD PTR [X]

 FSQRT

end;
function DKCSqrtS(var X : Single) : Single;

asm

 FLD   DWORD PTR [X]

 FSQRT

end;

These functions can be sped up in several ways. Copying smaller variables can be faster, extended and double precision variables are not properly aligned by the compiler and the FPU controlword can be set up to double or single precision as well as the default, extended precision.

Timing the functions with aligned variables and the right controlword shows that using double precision yields a 15% speed improvement and using single precision yields 92% speed up.

If the FPU controlword is not changed the three functions run at the same speed as long as variables are aligned. Running at non aligned variables incurs a penalty but compared to the long latency of the FSQRT instruction it is not fatal.

It is also possible to use SSE and SSE2 scalar instructions for calculating square roots, but they run at the same speed as the IA 32 variants.

15.1.2 Complex Numbers

A complex numbers consists of a real part and an imaginary part in the rectangular representation. It can also be represented on the polar form, as angle and length.

In this chapter we will develop efficient code for representing the complex numbers, converting between formats and adding, subtracting, multiplicating and dividing them.

A way of making complex number datatypes is by using records of two floating point numbers.

TRectangularComplex = record

 RealPart, ImgaginaryPart : Double;

end;
TPolarComplex = record

 Amplitude, Phase : Double;

end;
Developing functions for all operations can do computations on complex numbers. In C++ operator overloading could be used but this feature is not a part of the Object Pascal language.

The next chapters will list all functions in non optimized and optimized versions. Optimized functions come in two variants, one using IA32 instructions and one using SSE2 instructions. Not all of the formulas have enough parallelism that SSE2 will have an advantage. In these cases only IA 32 FP versions are listed. The speed improvements will be listed.

For some examples of the optimization procedure and a complete evaluation of optimizations, see chapter 34. 

15.1.2.1 Rectangular to Polar Format Conversion

This is a straightforward implementation of the textbook formula.

function RectangularToPolar(X : TRectangularComplex) : TPolarComplex;

begin

 Result.Amplitude := Sqrt((X.RealPart * X.RealPart  + X.ImaginaryPart * X.ImaginaryPart));

 Result.Phase := (180 / PI) * ArcTan2(X.ImaginaryPart, X.RealPart);

end;

This is a speed optimal version using IA32 floating point instructions.

function RectangularToPolarD8(const X : TRectangularComplexD) : TPolarComplexD;

const

 Const1 : Double = 57.29577951308232;

begin

 asm

  //Result.Amplitude := Sqrt((X.RealPart * X.RealPart + X.ImaginaryPart * X.ImaginaryPart));

  FLD    QWORD PTR [EAX]//X.ImaginaryPart

  FLD    ST(0)

  FMUL   ST(0), ST(1)

  FLD    QWORD PTR [EAX + $08]//X.RealPart

  FLD    ST(0)

  FMUL   ST(0), ST(1)

  FXCH   ST(3)

  //Result.Phase := 57.29577951308232 * ArcTan2(X.ImaginaryPart, X.RealPart);

  FPATAN

  FMUL   Const1

  FSTP   QWORD PTR [EDX + $08]//Result.Phase

  //Result.Amplitude continued

  FADDP

  FSQRT

  FSTP   QWORD PTR [EDX]//Result.Amplitude

  FWAIT

 end;

end;

The optimized version runs 2.3 times faster than the textbook version.

15.1.2.2 Polar to Rectangular Format Conversion

This is a straightforward implementation of the textbook formula.

function PolarToRectangular(X : TPolarComplex) : TRectangularComplex;

begin

 X.Phase := DegToRad(X.Phase);

 Result.RealPart := Cos(X.Phase) * X.Amplitude;

 Result.ImaginaryPart :=  Sin(X.Phase) * X.Amplitude;

end;

This is a speed optimal version using IA32 floating point instructions.

function PolarToRectangularD11(const X : TPolarComplexD) : TRectangularComplexD;

const

 Const1 : Double = 0.0174532925199432957692;

begin

 asm

  //SinCos(X.Phase * 0.0174532925199432957692, Sin, Cos);

  FLD     QWORD PTR [EAX + $08]  //Load X.Phase

  FMUL    Const1

  FSINCOS                        //SinCos(X.Phase*Const1)

  //Result.RealPart := Cos * X.Amplitude;

  FLD     QWORD PTR [EAX]        //X.Amplitude

  FXCH

  FMUL    ST(0), ST(1)           //Cos * X.Amplitude //FMUL translates to FMULP

  FSTP    QWORD PTR [EDX]        //Save Result.RealPart

  //Result.ImaginaryPart :=  Sin * X.Amplitude;

  FMULP                          //Sin * X.Amplitude

  FSTP    QWORD PTR [EDX + $08]  //Save Result.ImaginaryPart

  FWAIT

 end;

end;
The optimized version runs 2.5 times faster than the textbook version.

15.1.2.3 Rectangular Format Addition

This is a straightforward implementation of the textbook formula.

function RectangularComplexAdd(X, Y : TRectangularComplex) : TRectangularComplex;

begin

 Result.RealPart := X.RealPart + Y.RealPart;

 Result.ImaginaryPart := X.ImaginaryPart + Y.ImaginaryPart;

end;
This is a speed optimal version using IA32 floating point instructions.

function RectangularComplexAddD4(const X, Y: TRectangularComplexD) : TRectangularComplexD;

begin

 asm

  //Result.RealPart := X.RealPart + Y.RealPart;

  FLD    QWORD PTR [EAX]

  FADD   QWORD PTR [EDX]

  FSTP   QWORD PTR [ECX]

  //Result.ImaginaryPart := X.ImaginaryPart + Y.ImaginaryPart;

  FLD    QWORD PTR [EAX + $08]

  FADD   QWORD PTR [EDX + $08]

  FSTP   QWORD PTR [ECX + $08]

  FWAIT

 end;

end;

This optimized version runs 6.9 times faster than the textbook version on a P4 and 3.9 times faster on a PIII.

This is a speed optimal version using SSE2 instructions.

function RectangularComplexAddD7(const X, Y: TRectangularComplexD) : TRectangularComplexD;

begin

 asm

  //Result.RealPart := X.RealPart + Y.RealPart;

  //Result.ImaginaryPart := X.ImaginaryPart + Y.ImaginaryPart;

  MOVAPD XMM0, [EAX]

  ADDPD  XMM0, [EDX]

  MOVAPD [ECX], XMM0

  WAIT

 end;

end;
The SSE2 optimized version runs 7.9 times faster than the textbook version and 1.3 times faster than the optimal IA32 FP version.

15.1.2.4 Rectangular Format Subtraction

This is a straightforward implementation of the textbook formula.

function RectangularComplexSub(X, Y : TRectangularComplex) : TRectangularComplex;

begin

 Result.RealPart := X.RealPart - Y.RealPart;

 Result.ImaginaryPart := X.ImaginaryPart - Y.ImaginaryPart;

end;

This is a speed optimal version using IA32 floating point instructions.

function RectangularComplexSubD3(const X, Y : TRectangularComplexD) : TRectangularComplexD;

begin

 asm

  //Result.RealPart := X.RealPart - Y.RealPart;

  FLD    QWORD PTR [EAX]

  FSUB   QWORD PTR [EDX]

  FSTP   QWORD PTR [ECX]

  //Result.ImaginaryPart := X.ImaginaryPart - Y.ImaginaryPart;

  FLD    QWORD PTR [EAX + $08]

  FSUB   QWORD PTR [EDX + $08]

  FSTP   QWORD PTR [ECX + $08]

  FWAIT

 end;

end;
This optimized version runs 6.9 times faster than the textbook version on a P4 and 3.9 times faster on a PIII.

This is a speed optimal version using SSE2 instructions.

function RectangularComplexSubD4(const X, Y: TRectangularComplexD) : TRectangularComplexD;

begin

 asm

  //Result.RealPart := X.RealPart - Y.RealPart;

  //Result.ImaginaryPart := X.ImaginaryPart - Y.ImaginaryPart;

  MOVUPD XMM1, [EAX]

  MOVUPD XMM0, [EDX]

  SUBPD XMM1, XMM0

  MOVUPD [ECX], XMM1

  WAIT

 end;

end;
The SSE2 optimized version runs 7.9 times faster than the textbook version and 1.4 times faster than the optimal IA32 FP version..

15.1.2.5 Rectangular Format Multiplication

This is a straightforward implementation of the textbook formula.

function RectangularComplexMul(X, Y : TRectangularComplex) : TRectangularComplex;

begin

 Result.RealPart := X.RealPart * Y.RealPart - X.ImaginaryPart * Y.ImaginaryPart;

 Result.ImaginaryPart := X.RealPart * Y.ImaginaryPart + X.ImaginaryPart * Y.RealPart;

end;

This is a speed optimal version using IA32 floating point instructions.

function RectangularComplexMulD5(const X, Y : TRectangularComplexD) : TRectangularComplexD;

begin

 asm

  //Result.RealPart := X.RealPart * Y.RealPart - X.ImaginaryPart * Y.ImaginaryPart;

  FLD    QWORD PTR [EDX + $08] //Y.ImaginaryPart

  FMUL   QWORD PTR [EAX + $08]//X.ImaginaryPart

  FLD    QWORD PTR [EDX]//Y.RealPart

  FMUL   QWORD PTR [EAX]//X.RealPart

  FSUBRP

  FSTP   QWORD PTR [ECX]

  //Result.ImaginaryPart := X.RealPart * Y.ImaginaryPart + X.ImaginaryPart * Y.RealPart;

  FLD    QWORD PTR [EDX]//Y.RealPart

  FMUL   QWORD PTR [EAX + $08]//X.ImaginaryPart

  FLD    QWORD PTR [EDX + $08] //Y.ImaginaryPart

  FMUL   QWORD PTR [EAX]//X.RealPart

  FADDP

  FSTP   QWORD PTR [ECX + $08]

  FWAIT

 end;

end;
This optimized version runs 6.6 times faster than the textbook version on a P4 and 4.4 times faster on a PIII.

15.1.2.6 Rectangular Format Division

This is a straightforward implementation of the textbook formula.

function RectangularComplexDiv(X, Y : TRectangularComplex) : TRectangularComplex;

begin

 Result.RealPart := (X.RealPart * Y.RealPart + X.ImaginaryPart * Y.ImaginaryPart)    /(Y.RealPart * Y.RealPart + Y.ImaginaryPart * Y.ImaginaryPart);

 Result.ImaginaryPart := (Y.RealPart * X.ImaginaryPart - X.RealPart * .ImaginaryPart)

 /(Y.RealPart * Y.RealPart + Y.ImaginaryPart * Y.ImaginaryPart);

end;

This is a speed optimal version using IA32 floating point instructions.

function RectangularComplexDivD10(const X, Y : TRectangularComplexD) : TRectangularComplexD;

const

 One : Double = 1;

begin

 //Temp := 1/(Y.RealPart * Y.RealPart + Y.ImaginaryPart * Y.ImaginaryPart);

 asm

  FLD    QWORD PTR [EDX]       //Y.RealPart

  FLD    ST(0)

  FMUL   ST(0), ST(0)

  FLD    QWORD PTR [EDX + $08] //Y.ImaginaryPart

  FLD    ST(0)

  FMUL   ST(0), ST(0)

  FADDP  ST(2), ST(0)

  FXCH

  FLD1

  FDIVRP ST(1), ST(0)

 end;

 //Result.RealPart := (X.RealPart * Y.RealPart + X.ImaginaryPart * Y.ImaginaryPart) * Temp;

 asm

  FLD    QWORD PTR [EAX]       //X.RealPart

  FLD    ST(0)

  FMUL   ST(0), ST(4)          //X.RealPart * Y.RealPart

  FLD    QWORD PTR [EAX + $08] //X.ImaginaryPart

  FLD    ST(0)

  FMUL   ST(0), ST(5)          //X.ImaginaryPart * Y.ImaginaryPart

  FADDP  ST(2), ST(0)

  FXCH

  FMUL   ST(0), ST(3)

  FSTP   QWORD PTR [ECX]       //Result.RealPart

 end;

 //Result.ImaginaryPart := (Y.RealPart * X.ImaginaryPart - X.RealPart * Y.ImaginaryPart) * Temp;

 asm

  FMULP  ST(4), ST(0)         //X.RealPart * Y.ImaginaryPart

  FMULP  ST(2), ST(0)         //Y.RealPart * X.ImaginaryPart

  FXCH

  FSUBP  ST(2), ST(0)

  FMULP 

  FSTP   QWORD PTR [ECX + $08] //Result.ImaginaryPart

  FWAIT

 end;

end;
This optimized version runs Y times faster than the textbook version on a P4 and X times faster on a PIII.

15.1.2.7 Polar Format Addition

This is a straightforward implementation of the textbook formula, but it is not optimal because the polar format numbers are converted into rectangular format where the addition is done. Hereafter the result is converted back into polar format. All this conversion is not effective and better formulas should be developed.

function PolarComplexAdd(const X, Y : TPolarComplex) : TPolarComplex;

var

 TempX, TempY, TempResult : TRectangularComplex;

begin

 TempX := PolarToRectangular(X);

 TempY := PolarToRectangular(Y);

 TempResult := RectangularComplexAdd(TempX, TempY);

 Result := RectangularToPolar(TempResult);

end;

This is a speed optimal version using IA32 floating point instructions.

function PolarComplexAddD11(const X, Y : TPolarComplexD) : TPolarComplexD;

var

 TempX, TempY, TempResult : TRectangularComplexD;

const

 Const1 : Double = 57.2957795131;

 Const2 : Double = 0.0174532925199432957692;

begin

 asm

  FLD     QWORD PTR [EAX + $08]     //[X.Phase]//X.Phase

  FLD     Const2

  FMUL//P ST(1)

  FSINCOS

  FLD     QWORD PTR [EAX]           //X.Amplitude

  FMUL

  FSTP    TempX.RealPart

  FLD     QWORD PTR [EAX]           //X.Amplitude

  FMUL

  FLD     QWORD PTR [EDX + $08]     //Y.Phase

  FLD     Const2

  FMUL

  FSINCOS

  FLD     QWORD PTR [EDX]           //Y.Amplitude

  FMUL//P ST(1)

  FSTP    TempY.RealPart

  FLD     QWORD PTR [EDX]           //Y.Amplitude

  FMUL//P ST(1)

  FSTP    TempY.ImaginaryPart

  FLD     TempX.RealPart

  FLD     TempY.RealPart

  FADD

  FST     TempResult.RealPart

  FXCH    ST(1)

  FLD     TempY.ImaginaryPart

  FADD

  FST     TempResult.ImaginaryPart

  FLD     TempResult.RealPart

  FMUL    ST(0), ST(0)              //TempResult.RealPart

  FXCH    ST(1)

  FMUL    ST(0), ST(0)              //TempResult.ImaginaryPart

  FADDP

  FSQRT

  FSTP    QWORD PTR [ECX]

  FLD     TempResult.ImaginaryPart

  FXCH    ST(1)

  FPATAN

  FMUL    Const1

  FSTP    QWORD PTR [ECX + $08]

  FWAIT

 end;

end;
This optimized version runs 3 times faster than the textbook version on a P4 and 2 times faster on a PIII.

15.1.2.8 Polar Format Subtraction

This is a straightforward implementation of the textbook formula, but the solution is not optimal because of the same reasons as these in polar addition.

function PolarComplexSub(X, Y : TPolarComplex) : TPolarComplex;

var

 TempX, TempY, TempResult : TRectangularComplex;

begin

 TempX := PolarToRectangular(X);

 TempY := PolarToRectangular(Y);

 TempResult := RectangularComplexSub(TempX, TempY);

 Result := RectangularToPolar(TempResult);

end;

This is a speed optimal version using IA32 floating point instructions.

function PolarComplexSubD31(const X, Y : TPolarComplexD) : TPolarComplexD;

const

 Const1 : Double = 57.2957795131;

 Const2 : Double = 0.0174532925199432957692;

begin

 //DKCSinCosD4(X.Phase * Const2, SinXPhase, CosXPhase);

 asm

  FLD     Const2

  FLD     QWORD PTR [EAX + $08] //X.Phase

  FMUL    ST(0), ST(1)

  FSINCOS

 end;

 //TempX.ImaginaryPart :=  SinXPhase * X.Amplitude;

 asm

  FXCH    ST(1)

  FMUL    QWORD PTR [EAX]       //X.Amplitude

 end;

 //TempX.RealPart := CosXPhase * X.Amplitude;

 asm

  FXCH    ST(1)

  FMUL    QWORD PTR [EAX]       //X.Amplitude

 end;

 //DKCSinCosD4(Y.Phase * Const2, SinYPhase, CosYPhase);

 asm

  FLD     QWORD PTR [EDX + $08] //Y.Phase

  FMUL    ST(0), ST(3)

  FFREE   ST(3)                 //Delete Const2

  FSINCOS                       //ST(0) = Sin        ST(1) = Cos

 end;

 //TempY.ImaginaryPart :=  SinYPhase * Y.Amplitude;

 asm

  FMUL    QWORD PTR [EDX]//Y.Amplitude

 end;

 //TempY.RealPart := CosYPhase * Y.Amplitude;

 asm

  FXCH

  FMUL    QWORD PTR [EDX]//Y.Amplitude

 end;

 //TempResult.RealPart := TempX.RealPart - TempY.RealPart;

 asm

  FXCH    ST(1)

  FSUBR   ST(0), ST(2)

 end;

 //TempResult.ImaginaryPart := TempX.ImaginaryPart - TempY.ImaginaryPart;

 asm

  FXCH    ST(1)

  FSUBR   ST(0), ST(3)

  FFREE ST(3)

  FFREE ST(2)

 end;

 //Result.Phase := Const1 * ArcTan2(TempResult.ImaginaryPart, TempResult.RealPart);

 asm

  FST     ST(4)

  FXCH    ST(1)

  FST     ST(5)

  FPATAN

  FLD     Const1

  FMUL    ST(0), ST(1)

  FSTP     QWORD PTR [ECX + $08]//Result.Phase

 end;

 //Result.Amplitude := Sqrt((TempResult.RealPart * TempResult.RealPart

 //                        + TempResult.ImaginaryPart * TempResult.ImaginaryPart));

 asm

  FXCH    ST(3)

  FMUL    ST(0), ST(0)

  FFREE   ST(3)

  FXCH    ST(4)

  FMUL    ST(0), ST(0)

  FADD    ST(0), ST(4)

  FFREE   ST(4)

  FSQRT

  FSTP     QWORD PTR [ECX]//Result.Amplitude

  FWAIT

 end;

end;
This optimized version runs 2.8 times faster than the textbook version on a P4 and 2.3 times faster on a PIII.

15.1.2.9 Polar Format Multiplication

This is a straightforward implementation of the textbook formula.

function PolarComplexMul(X, Y : TPolarComplex) : TPolarComplex;

begin

 Result.Amplitude := X.Amplitude * Y.Amplitude;

 Result.Phase := X.Phase + Y.Phase;

end;

This is a speed optimal version using IA32 floating point instructions.

function PolarComplexMulD5(const X, Y : TPolarComplexD) : TPolarComplexD;

begin

 asm

  //Result.Amplitude := X.Amplitude * Y.Amplitude;

  FLD QWORD PTR [EAX]

  FMUL QWORD PTR [EDX]

  FSTP QWORD PTR [ECX]

  //Result.Phase := X.Phase + Y.Phase;

  FLD QWORD PTR [EAX + $08]

  FADD QWORD PTR [EDX + $08]

  FSTP QWORD PTR [ECX + $08]

 end;

end;
This optimized version runs 7.1 times faster than the textbook version on a P4 and 4.2 times faster on a PIII.

15.1.2.10 Polar Format Division

This is a straightforward implementation of the textbook formula.

function PolarComplexDiv(X, Y : TPolarComplex) : TPolarComplex;

begin

 Result.Amplitude := X.Amplitude / Y.Amplitude;

 Result.Phase := X.Phase - Y.Phase;

end;
This is a speed optimal version using IA32 floating point instructions.

function PolarComplexDivD4(const X, Y : TPolarComplexD) : TPolarComplexD;

begin

 asm

  //Result.Amplitude := X.Amplitude / Y.Amplitude;

  FLD QWORD PTR [EAX]

  FDIV QWORD PTR [EDX]

  FSTP QWORD PTR [ECX]

  //Result.Phase := X.Phase - Y.Phase;

  FLD QWORD PTR [EAX + $08]

  FSUB QWORD PTR [EDX + $08]

  FSTP QWORD PTR [ECX + $08]

  FWAIT

 end;

end;
This optimized version runs 3 times faster than the textbook version on a P4 and 2.3 times faster on a PIII.

15.1.2.11 PIII versus P4

These four tables summarize the performance of the Pentium III processor versus the Pentium 4 processor.

	Formula
	P3 933 speed
	P4 1900 speed
	P4 Lead

	Rect to Pol
	00:01:19
	00:00:52
	51.9

	Pol To Rect
	00:00:53
	00:00:44
	20.5

	Rect Add
	00:00:30
	00:00:17
	76.5

	Rect Sub
	00:00:25
	00:00:17
	47.1

	Rect Mul
	00:00:50
	00:00:23
	117.4

	Rect Div
	00:02:38
	00:01:38
	61.2

	Pol Add
	00:03:32
	00:02:09
	64.3

	Pol Sub
	00:03:14
	00:02:22
	36.6

	Pol Mul
	00:00:34
	00:00:17
	100.0

	Pol Div
	00:02:38
	00:01:31
	73.6


Table 5 PIII versus P4 without SSE2 

	Formula
	P3 933 speed
	P4 1900 speed
	P4 Lead

	Rect to Pol
	00:01:19
	00:00:52
	51.9

	Pol To Rect
	00:00:53
	00:00:44
	20.5

	Rect Add
	00:00:30
	00:00:13
	130.8

	Rect Sub
	00:00:25
	00:00:13
	108.3

	Rect Mul
	00:00:50
	00:00:23
	117.4

	Rect Div
	00:02:38
	00:01:38
	61.2

	Pol Add
	00:03:32
	00:02:09
	64.3

	Pol Sub
	00:03:14
	00:02:22
	36.6

	Pol Mul
	00:00:34
	00:00:17
	100.0

	Pol Div
	00:02:38
	00:01:31
	73.6


Table 6 PIII versus P4 with SSE2

	Formula
	P3 933 speed
	P4 1900 speed
	P4 Lead

	Rect to Pol
	00:01:19
	00:00:52
	-24.0

	Pol To Rect
	00:00:53
	00:00:44
	-39.8

	Rect Add
	00:00:30
	00:00:17
	-13.3

	Rect Sub
	00:00:25
	00:00:17
	-27.8

	Rect Mul
	00:00:50
	00:00:23
	6.8

	Rect Div
	00:02:38
	00:01:38
	-20.8

	Pol Add
	00:03:32
	00:02:09
	-19.3

	Pol Sub
	00:03:14
	00:02:22
	-32.9

	Pol Mul
	00:00:34
	00:00:17
	-1.8

	Pol Div
	00:02:38
	00:01:31
	-14.7


Table 7 PIII versus P4 without SSE2 clock by clock

	Formula
	P3 933 speed
	P4 1900 speed
	P4 Lead

	Rect to Pol
	00:01:19
	00:00:52
	-24.0

	Pol To Rect
	00:00:53
	00:00:44
	-39.8

	Rect Add
	00:00:30
	00:00:13
	13.3

	Rect Sub
	00:00:25
	00:00:12
	2.3

	Rect Mul
	00:00:50
	00:00:23
	6.8

	Rect Div
	00:02:38
	00:01:38
	-20.8

	Pol Add
	00:03:32
	00:02:09
	-19.3

	Pol Sub
	00:03:14
	00:02:22
	-32.9

	Pol Mul
	00:00:34
	00:00:17
	-1.8

	Pol Div
	00:02:38
	00:01:31
	-14.7


Table 8 PIII versus P4 with SSE2 clock by clock

The Pentium 4 microarchitecture is in general slower than the PII microarchitecture (0-40%), but the much higher clock rate ensures than it is a lot faster anyway(20-120%). If SSE2 is used then the advantage is even bigger(20-130%).

15.2 Sorting

15.2.1 Elementary Algorithms

15.2.2 Fast Algorithms

15.2.3 Special Algorithms

15.3 Searching

15.3.1 Linear Search

15.3.2 Bipolar Search

15.4 Optimization

15.4.1 Functions of 1 variable

15.4.2 Multivariable Functions

16 Order of optimizations

Code optimizations have a natural order in which they should be applied to the code. Experience has shown that this order is good:

· Selecting the best algorithm

· Selecting datatypes.

· Selecting FPU controlword

· Sorting variable declaration order

· Variable alignment.

· Algebraic simplifications

· Common subexpression removal

· Moving loop invariant code out of loops.

· Inlining.

· Pascal -> ASM conversion

· Register / FPU stack allocation.

· Unnecessary memory to register copy removal.

· Peephole optimizations.

· Code scheduling.

17 Data Types

The selection of data types is a very basic issue. The main purpose of all programs is to manipulate data, and therefore data is what it is all about.

Chosen the right data types (size/precision) is crucial for speed, size and correctness of any program.

17.1 Integer Types

Use these types they all map perfectly down on the IA 32 architecture registers and instructions.

	Type
	Range
	Format

	ShortInt
	-128 – 127
	signed 8 bit

	Byte
	0 – 255
	unsigned 8 bit

	SmallInt
	-32768 – 32767
	signed 16 bit

	Word
	0 – 65525
	unsigned 16 bit

	Integer 
	-2147483648 – 2147483647
	signed 32 bit

	Cardinal
	0 – 429967295
	unsigned 32 bit


Table 9 Integer types.

17.2 Floating Point Types

Use the three types single, double and extended only. They are 4 byte, 8 byte and 10 byte. The extended type fits badly on L1 cache lines and should only be used if range or precision is absolutely necessary or if speed is of no concern. 

The single type can be used if size matters or if precision and range does not matter.

The double type is preferred as range and precision in most cases will suffice and speed is far better than for extended types but not as god as single types.

	Type
	Range
	Size

	Single
	1.5 x 10-45 – 3.4 x 1038
	4 byte

	Double
	5 x 10-324 – 1.7 x 10308
	8 byte

	Extended
	3.6 x 10-4951 – 1.1 x 104932
	10 byte


Table 10 Floating point types.

Rule Of Thumb no 1: Use the double precision floating point variables as default.
18 Be Lazy!

The most effective of all optimization hints is to avoid redundancy. Doing the same thing twice does not make sense. This is the first optimization to apply on your Pascal code. Clean up and remove unnecessary lines of code. Do not make your code unreadable at this stage because overview is very important. Understanding the algorithms and data structures is crucial and when you do that, bugs and redundant code will shine at you. 

Rule Of Thumb no 2: Execute as little code as possible.

This is most true in loops where it is very feasible to move all code out of the loop, which only needs to be executed once. This could be copying of data or computing a constant from two or more constants. In electrical engineering we often have the constant 2 * PI and this multiplication could be done before entering the loop, at the time the code is written or perhaps once at program initialization.

19 Incomplete Boolean Evaluations

19.1 And

	Boolean 1
	Boolean 2
	Boolean 1 and boolean 2

	False
	False
	false

	False
	True
	false

	True
	False
	false

	True
	True
	true


Figure 10 Truth table for AND
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Figure 11 Asm code for incomplete and evaluation.
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Figure 12 Asm code for incomplete or evaluation.
Here we see that when we evaluate a boolean equation we can stop evaluation the first time we meet a false.

19.2 Or

	Boolean 1
	Boolean 2
	Boolean 1 or boolean 2

	False
	False
	False

	False
	True
	True

	True
	False
	True

	True
	True
	True


Figure 13 Truth table for OR

Here we see that when we evaluate a boolean equation we can stop evaluation the first time we meet a true.

20 FPU Controlword

The FPU controlword controls the precision and rounding mode. The precision control word bits only affect the result of the following instructions: FADD, FADDP, FSUB, FSUBP, FSUBR, FMUL, FMULP, FDIV, FDIVP, FDIVR, FDIVRP and FSQRT.

Setting the precision on the lowest acceptable precision has a dramatic impact on speed. The default precision is extended, and this can in most cases by changed to double. The single precision setting should be used carefully and only where speed is extremely important. 

Rule Of Thumb no 2: Use the lowest acceptable FPU precision.

Calling these functions can change the control word

procedure SinglePrecision;

begin

 Set8087CW(Default8087CW and $FCFF);

end;

procedure DoublePrecision;

begin

 Set8087CW((Default8087CW and $FCFF) or $0200);

end;

procedure ExtendedPrecision;

begin

 Set8087CW(Default8087CW or $0300);

end;

Which are wrappers around the Borland supplied function Set8087CW

	
	ADD
	SUB
	MUL
	DIV
	SQRT
	SIN

	Extended
	3
	3
	5
	38
	69
	27-103

	Double
	3
	3
	5
	32
	
	

	Single
	3
	3
	5
	18
	
	


Table 11 Clock cycle latency as function of precision.

	
	ADD
	SUB
	MUL
	DIV
	SQRT
	SIN

	Extended
	
	
	
	12.3 ???
	
	

	Double
	4.97
	4.98
	7.26
	13.3
	
	

	Single
	
	
	
	9.03
	
	


Table 12 Relative Runtime as function of precision measured by Olympos.

	
	ADD
	SUB
	MUL
	DIV
	SQRT
	SIN

	Extended
	00:00:21
	00:00:22
	00:00:29
	00:01:25
	00:02:36
	00:04:05

	Double
	00:00:14
	00:00:14
	00:00:14
	00:01:15
	00:02:10
	00:04:03

	Single
	00:00:14
	00:00:14
	00:00:14
	00:00:46
	00:01:04
	00:04:08


Table 13 Relative Runtime as function of precision measured by example program.

These runtimes are composed of data load, add, data store instructions. This mirrors the common situation in applications. The conclusion is that extended precision is slow, double is as fast as single except in division. Double precision is the preferred general choice. Time critical division should be done in the least acceptable precision.  This supports Rule of thumb no 1. Use double precision.

21 Var-, Const- and out -parameters

Var parameters are passed by reference and they can also be used for returning values from the procedure.

Out parameters are passed by reference and the value they have on function entry is discarded. The out parameter can be used for output only.

Using the keyword const on parameters has two effects. The parameter cannot be modified by the procedure/function. The compiler enforces this and trying to do so leads to a compiler error. The second effect is that the compiler might chose to use call by reference depending on parameter type. The first effect increases code readability and the second can increase / decrease speed.

Arrays and record types should always be passed by reference otherwise possibly a lot of data will be copied on function / procedure calls. This can be very time consuming.

Simple data types should be passed by value, this allocates space on the stack and they will be living near to other local variables and thus increasing data locality and cache performance. 

However if no local variables are declared in the procedure and all parameters are passed by reference, then the overhead of setting up a local stack frame can be avoided.

Rule Of Thumb no 3: Use const / var /out on array and record parameters.

22 Ordering of Variables

22.1 Local Variables

Local variables are allocated on the stack. Each function has its own stack frame which is 4 byte aligned by the Delphi compiler. 4 byte alignment is insufficient to avoid line splits for double variables which are 8 byte and therefore has to be 8 byte aligned. Coding scientific applications in Delphi suffers very much from this as double precision floating point data is the most important and used datatype. Any application that is not taking care of this problem will run way to slow because of all the L1 line split penalties. 

The stack grows downwards, that is, variables are allocated on decreasing addresses in the order they are allocated. If variables are allocated across 32 byte boundaries they crosses a L1 cache line and accessing them gives a penalty - Access time doubles. To avoid this, the programmer can sort his variable allocation order. You should sort variable allocation after decreasing variable size. Extended, Double, Single, 32 bit Integer(Integer, Cardinal), 16 bit Integer (Word, Smallint), 8 bit integer (Byte, Shortint), Boolean.

An exception to the rule is extended precision floating point variables. They are 10 byte wide and so they fit badly on 32 byte cache lines. They have to be allocated in pairs and the first one in each pair should be 32 byte aligned. Making a record of extended variables and padding with 2 byte variables between pairs can do this. The whole record has to be 32 byte aligned but unfortunately the Delphi compiler does not support this and the programmer is forced to make some assembler tricks. 

Rule Of Thumb no 4: Avoid extended precision floating point variables.

Rule Of Thumb no 5: Sort global and local variables in decreasing size order.

22.2 Example

var

 X : Double;

 Y : Single;

 I, I2 : Integer;

 C : Cardinal;

 U : Byte;

 B, B2 : Boolean

23 Variable Alignment

Because the Delphi 6 compiler does a pour job on data alignment it is necessary to have some tricks up your sleeve. This chapter presents three different ways of aligning variables on 8, 16 or 32 byte addresses. This alignment is a must when using double or extended precision floating point variables. All other variables are aligned properly if the variables are sorted in decreasing size.

Rule Of Thumb no 6: Use tricks to align double and extended precision floating point variables.

23.1 Using variable order

This is a primitive not well functioning technique. Every time you recompile your code you have to check the alignment and possibly reorder variables.

23.2 Using inline assembly on the stack frame 

Each function has its own stack frame, which it uses for parameters and local variables. Delphi aligns the stack frame on 4 byte addresses and variables are simply stacked here without any padding to align every variable. With the following assembly code a new stack frame on top of the original is created and the basepointer (EBP) is 16 byte aligned. 

asm

      MOV OldBasePointer, EBP

      MOV OldStackPointer, ESP

      MOV RegESI, ESI

      MOV EAX, EBP

      SUB EAX, ESP //How big is the frame

      MOV ESI, EAX //Save frame size

      MOV EBP, ESP //Get new frame

      SUB ESP, EAX //New frame is same size

      SUB ESP, 16 //Make space for worst case alignment

      AND EBP, -16 //Align

      //Move all data from old frame to new

      MOV NewBasePointer, EBP

      MOV NewStackPointer, ESP

      MOV EAX, OldBasePointer

      MOV ECX, NewBasePointer

      DEC ESI //Frame size is

@L1:  MOV DL, [EAX]

      MOV [ECX], DL

      DEC EAX

      DEC ECX

      DEC ESI //Frame size

      CMP ESI, 0

      JNZ @L1

      MOV ESI, RegESI

 end;

In this new stack frame the space for local variables are. All parameters and any values we assigned on local variables prior to this code are copied to the new frame and we can access them as normally. 

Before exiting the function it is necessary to reestablish the original stack frame.

asm

  MOV EBP, OldBasePointer  // Restore basepointer

  MOV ESP, OldStackPointer // Restore stackpointer

 end;

23.3 Dynamically Allocating Memory 

Use Setlength or GetMem to get some memory. Allocate extra room for alignment and move the pointer from the start of the block to the first 8, 16 or 32 byte aligned address. This code does the trick and 32 byte aligns the TempArray.

GetMem(TempArray, TempArraySize);

  asm

   Mov EAX, TempArray

   Mov TempArrayInitAdress, EAX

   Mov EAX, TempArray

   And EAX, -32

   Add EAX, 32

   Mov TempArray, EAX

  end;

or

Setlength(MeasurementPlane, 3);//Allocate memory for the array

  asm

   Mov EAX, MeasurementPlane

   Mov MeasurementPlaneInitAdress, EAX

   Mov EAX, MeasurementPlane

   And EAX, -32

   Add EAX, 32

   Mov MeasurementPlane, EAX

  end;

The cleaned up code.

 asm

   Mov EAX, TempArrayInitAdress

   Mov TempArray, EAX

 end;

or

 asm

   Mov EAX, MeasurementPlaneInitAdress

   Mov MeasurementPlane, EAX

 end;

A little problem exists with this approach. If SetLength is called to expand the array and the expansion is to big to fit in memory at the current location, SetLength allocates a new memory block and moves all data to this new location and deletes the old block. Now the memory is misaligned again and the alignment has to be done again.

A solution is to make a wrapper function around SetLength with the alignment code after the call and the clean up code before the call.

24 Floating Point Compare

25 Loop Invariant Code Motion

26 Arrays

When accessing array elements in a loop it is very important to loop linearly from low addresses to high addresses or the other way. This optimizes cache usage. 

One-dimensional arrays are allocated with the first cell at the lowest available address and the other cells at increasing addresses by the Delphi compiler. This is valid for statically and dynamically allocated arrays. 

Two dimensioned arrays are allocated in row major order. First come all cells from row one as with a one-dimensional array. Thereafter come all cells from row two etc.

If cells are a accessed by code arranged as two nested loops then it is essential for performance reasons that the row loop is the innermost loop and that the column loop is the outer loop. This optimizes cache usage.

26.1 Timing Results

	Array Access order
	Time to fill array

	One-dimensional array Forward Access
	34 sek (100)

	One-dimensional array Backward access
	34 sek (100)

	Two-dimensional array Row major access
	34 sek (100)

	Two-dimensional array Column major access
	139 sek (408)


Table 14 Array Access Times on Rambus P4 1900

	Array Access order
	Time to fill array

	One-dimensional array Forward Access
	198 (100)

	One-dimensional array Backward access
	198 (100)

	Two-dimensional array Row major access
	228 (115)

	Two-dimensional array Column major access
	965 (487)


Table 15 Array Access Times on PIII 450

Figure 14 Row major contra Collumn major access array copy

27 Case

The Pascal case construct is used to select execution of a code block based on the value of the control variable that must be of integer type. 

case  of

  : ;

  : ;

else ;

end;

The human eye can immediately see which block of code should be executed by looking at the value of the control variable, but the computer must ask it self a series of questions. Equals the control variable the value that selects the first entry, equals it the value that selects the second entry etc. If no match was found the default code block is executed.

This implementation leads to the obvious optimization it is to sort the entries such that the most often chosen entry appears as the first, the second as number two and so on. This minimizes the number of branches that much be evaluated and executed before flow reaches the right entry in the case construct. 

Let us take a look at how the compiler implements the case construct with and without optimizations turned on.
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Figure 15 Case compiler implementation, not optimized.
First the selector variable is loaded into the EAX register. Then it is decremented an then there is a jump zero instruction. The target for this JZ is the first entry code block. If the jump is taken then execution continues in the first case entry. If the jump is not taken then EAX is decremented once more and a new JZ is evaluated.

It is seen that at least one DEC and one JZ has to be executed. The number of DEC and JZ’s executed equals the number of the entry taken. In other words, the overhead involved in selecting which code block to execute is proportinal to the placement of the chosen entry among the possible entries.
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Figure 16 Case compiler implementation, optimized

The optimized compiler implementation has the same overhead.

27.1 Timing Results

28 Avoid Division

Both integer division and floating point instructions have long latency and low throughput. Therefore they should be avoided where ever possible. 

The FDIV instruction has 18/32/38 clock cycles latency on the PIII processor and throughput is 1/37. DIV has latency 39 and throughput 1/37. 

For the P4 processor these numbers are; FDIV single precision latency 23 throughput 23, double precision 38, 38 and extended precision 43, 43. DIV latency is 56-70 and throughput is 23.

MUL has latency 4 and throughput 1 on the PIII and the P4 numbers are latency 14-18 and throughput 5.

FMUL has latency 5 and throughput ½ on the PIII and the P4 numbers are latency 7 and throughput 2.

The throughput numbers should be understood such that a throughput of 1/37 means that a new instruction can be started for every 37’d clockcycle. Throughput ½ means that two instructions can start execute every cycle.  

On a PIII floating point division is (18->38)/5 = 3.6->7.6 times more costly than multiplication and on the P4 it is (23->43)/7 = 3.3->6.1 times more costly.

If division by a number can be replaced by multiplication by the reciprocal at compile time then do it. Instead of dividing by 2 rewrite the code to multiplicate with 0.5 instead.

If a division is needed inside a loop, then replace it with multiplication of the reciprocal, which is computed outside the loop.

29 Branching

30 Inlining

Inlining is inserting the body of a function/procedure at the place of the call and inserting the actual parameters in place of the formal ones as well as replacing the result variable by the actual one. This removes the overhead of calling a function at the price of increasing the code size. This overhead consists of setting up a stack frame, copy parameters to the stack, saving the return address, jump to the function address, delete the stack frame and transfer the return value. The actual price of the function call depends on the number and type of parameters.

C compilers support the keyword inline, which is a hint to the compiler that it can inline this function. The compiler can also do automatic inlining where it judges that the overhead is significant. Unfortunately Delphi does not support inlining at all.

31 Branch Target Alignment

All branch targets should be aligned on 16 byte boundaries to maximize decode speed on the P6 processors. Unfortunately the Delphi compiler only aligns on 4 byte boundaries. But we are lucky because decoding very seldom is the bottleneck and the penalties from improper branch target alignment will seldom be seen.

If however decoding (more precisely instruction prefetch) is the bottleneck you can align the branch target manually by inserting NOP’s with assembler code. NOP’s are not completely free and a worst case scenario will be that you have to insert 15 NOP’s. These will most likely slow down execution and a trade of must be found. Try to align on 8 byte boundaries first.

This manual branch target alignment can be destroyed every time the code above the branch target is modified. 

We hope that Delphi 6 aligns branch targets properly.

	Code
	Size
	No of microinstructions
	Port
	Clock cycles

	NOP
	1 byte
	1
	P0/P1
	

	MOV reg, reg, 
	2 byte
	1
	P0/P1
	

	ADD reg, 0
	 Byte
	1
	P0/P1
	

	SUB reg, 0
	
	1
	P0/P1
	

	XCH reg, reg
	
	
	
	


Table 16 NOP codes

32 Prefetch

Prefetching data is bringing data into the caches before they are needed. This will remove memory latency from the program critical path. Data can be fetched into caches while the execution units are busy and when the data are needed MOV or FLD instructions will access data from the L1 or L2 cache instead of RAM. As accessing data in RAM is far slower than accessing data in the caches program speed can be dramatically increased.

However this is only true for programs which are not memory bound. This is typically programs which fetch data, manipulate them and stores them back in memory. The time to manipulate data must be so long that the memory bus will be idle in periods. The processor memory units to execute the prefetch instructions and activate the idle bus can use these idle periods.

The prefetch instructions are only hints and they will only get executed if there is time to do it. Routines such as Move or StrCopy will not benefit from the prefetch instructions as they, if properly coded, utilize the memory bus fully. The prefetch instructions can actually decrease speed if they compete on resources with the other program instructions.

	
	Prefetchnta
	Prefetch0
	Prefetch1
	Prefetch2

	Byte Ptr [EAX]
	0F1800
	0F1808
	0F1810
	0F1818

	Byte Ptr [ECX]
	0F1801
	0F1809
	0F1811
	0F1819

	Byte Ptr [EDX]
	0F1802
	0F180A
	0F1812
	0F181A

	Byte Ptr [EBX]
	
	0F180B
	0F1813
	0F181B

	Byte Ptr [EBX + EAX * 4]


	0F1804
	0F180C
	0F1814
	0F181C

	Byte Ptr [ESI]
	
	
	0F1816
	0F18

	Byte Ptr [EDI]
	0F1807
	0F180F
	0F1817
	0F181F


Table 17 Prefetch instruction opcodes

32.1 Prefetch0

Prefetch0 fetch a cache line of data from memory into both cache levels.

32.2 Prefetch1 & Prefetch2

Prefetch1 & Prefetch2 fetch a cache line of data from memory into the second cache level, L2.

32.3 Prefechnta

Prefetchnta fetch a cache line of data from memory into the first cache level, L1.

33 Delphi Compiler Optimizations

33.1 General

33.1.1 Loops

33.1.2 Function Inlining

33.1.3 Loop Invariant Code Motion

33.2 Integer

33.2.1 Common sub expression elimination

A simple piece of code is created, which can reveil whether the Delphi 5 compiler does common subexpression elimination on integer code.

The first figure show how the Pascal line

Y := 7 * X + 7 * X;

Is translated without optimization turned on.
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Figure 17 Non Optimized Delphi 5 Code, Constant = 7

First a MOV copies X from the function stack ([ebp-$08]) frame into EAX, then it is copied into EDX, shifted left three bits (the same as multiplication with 8) and X is subtracted from the result. The entire operation is X*8 –X which equals 7*X..

The whole thing is repeated and the two partial results are added. The fact that the multiplication is done as one shift and one subtraction says that Delphi is actually performing some optimization even though it should not.

A naïve translation would look like this

asm

  MOV EAX, X

  IMUL EAX, 7

  MOV EBX, X

  IMUL EBX, 7

  ADD EAX, EBX

  MOV Y, EAX

 end;

Load X, do a signed multiply with 7, load X once more and multiply once again. Add the two results and store back in Y. This is a straight forward right to left translation.

Let us turn on optimizations and se what happen.
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Figure 18 Optimized Delphi 5 Code, Constant = 7

Now the second occurrence of the common subexpression is eliminated and in stead the first partial result is duplicated into ESI and the addition is done leaving the result in ESI. The duplication could be avoided by changing the line ADD ESI, EDX with ADD EDX, EDX.
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Figure 19 Non Optimized Delphi 5 Code, Constant = 77

When the constant is changed from 7 to 77 the multiplication is not implemented as shift/add.

Signed multiply is done twice with X and the immediate value $4d = 77 leaving the partial results in EAX and EDX. They are added and copied back to the stack where Y lives.
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Figure 20 Optimized Delphi 5 Code, Constant = 77

The second optimized version is multiplicate X and 77 leaving the result in EDX. Make a copy in ESI and add the partial results.

The code that copies X into EAX and Y back in memory from ESI is not shown here.

This table shows the results from timing the different translations.

	Const
	Naïve translation
	Delphi 5 non Optimized
	Delphi5 Optmized
	Optimal Assembly

	7
	58
	54
	23
	39

	77
	58
	149
	35
	39


Table 18 Timing Results on Pentium 4

It is seen that the optimizations performed are effective. The real non-optimized code from Figure 19 runs in 149 seconds, the version that was optimized a little even though it should not runs in 54 seconds.

The optimized versions runs in 23 and 35 seconds showing that the shift/sub sequence is an optimization over the multiply.

The fact that the optimal assembly version coded by hand is slower than the optimized Delphi version reveals that Delphi is cheating a little. It moves the load of X and the write back of Y out of the loop because it is loop invariant. This is of course clever but it did not see that the entire operation is loop invariant as X is the same at every loop iteration.

The conclusion is that Delphi 5 creates pretty optimal integer code with common subexpression elimination in this example. It also shows that its loop invariant optimization algorithm is not very effective.

33.3 Floating point

The Delphi compiler does not do any optimizations on floating point code. If you are coding scientific applications you are on your own with regard to getting a decent performance. This chapter will show some examples on code were the compiler easily could have done some optimizations and it will be shown how to do it by hand.

33.3.1 Common Subexpression Elimination

This code snippet shows three lines of code where the first two are nearly identical. A naïve translation to assembly loads X two times on the FPU stack, multiplies the two stack entries and stores the result back to Y1. The second line translates into the same assembly code with the difference that the result is stored back into Y2. The third line translates into two loads of Y1 and Y2, an addition and a store back into Y.

 Y1 := X * X;

 Y2 := X * X;

 Y := Y1 + Y2;
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This translation has a lot of redundancy and the compiler could have done a lot of optimizations. The most obvious redundancy is that X * X is done twice and because a multiplication is fairly expensive the second one should be avoided. 

The next Pascal code snippet shows how this can be done.

Y1 := X * X;

 Y := Y1 + Y1;
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As this is a pretty simple example it is easy to see one more possible optimization. Y1 is a temporary variable and its value is not needed anywhere else in the code. There is no need to allocate space in memory for it and there is no need to copy its value into memory. The Delphi 6 generated code stores Y1 once and loads it twice, which is a waste of memory bandwidth and clock cycles. The memory traffic will only involve the bus between the FPU and the level 1 data cache. The L1 cache can be accessed very fast because it is small, on die and clocked with the core clock. The latency on stores and loads are 6 clock cycles on the P4. 

The next optimization has to be done in assembly, because we have no option in Pascal code to let Y1 be a register variable.

asm

  FLD X

  FMUL ST(0), ST(0)

  FADD ST(0), ST(0)

  FSTP Y

 end;
This assembly code loads X, multiply it with it self, adds the result of the multiplication to itself and stores the result back into Y. 

The Delphi 6 translation uses 8 instructions. We use only 4. Delphi 6 uses 4 loads and two stores compared two the minimal 1 load and 1 store.

This example was constructed to show that Delphi 6 performs no common subexpression removal. It also shows that lots of back to back stores and loads are generated. These are completely redundant and a first optimization after translating the Pascal code into assembly would be to remove them.

In the real world we would probably get our formulas from some kind of mathematics or algorithm textbook and then type them directly in the Pascal code editor.

The first version of our code would probably look like this.

Y := X * X + X * X;

And the first optimization we could think of is to remove a multiplication by the cost of introducing the temporary variable Y1.

 Y1 := X * X;

 Y := Y1 + Y1;

The table below shows the performance of these two code versions compared to the optimal assembly code.

	Code version
	Text Book
	Optimized Pascal
	Assembly

	Timing result
	17
	21
	8


The first thing to see is that the “optimized” Pascal version runs slower than the textbook version. This is because of the redundant loads and stores. The optimized assembly version is more than twice as fast as the textbook example.

Whether one should do common subexpression removal in Delphi by hand depends on the cost of the calculations that are done twice – or more. The above example shows that if the common subexpression is a multiplication then it was faster do to it twice rather than introducing a temporary variable and redundantly and store it once and load it twice. From that we can also conclude that common subexpressions with one addition or one subtraction should not bee removed, because addition and subtraction has less latency than multiplication (5 versus 7 clocks). Division has a very long latency (23-43 cycles) and additional timings show that the latency is so long that common subexpression removal is feasible. The speed up is factor 1.7 on a P4.

What can be learned in this chapter is:

Rule Of Thumb no X: The Delphi Compiler does no common subexpression removal on FP code.
Rule Of Thumb no X: The Delphi Compiler generates redundant loads and stores.
Rule Of Thumb no X: Always time code “optimizations”.
34 Examples

34.1 String Copy 

The algorithm for copying a zero terminated string from a source string to a destination string is very simple:

Basic algorithm

· Copy the first element

· Copy the second element

· …

· Stop when a zero terminator is copied.

A detailed algorithm

Read first element

Store first element

Is it a zero terminator

If not start over again

A possible implementation is

MOV reg, S

MOV D, reg

CMP reg, 0

INC S

INC D

JNZ to top

where 

S is the source byte

D is the destination byte

reg is any general purpose register EAX, EBX ….

In Delphi the definition for string copy is

function StrCopy(Dest: PChar; const Source: PChar): PChar;

The Dest pointer is in EAX and the Source pointer is in EDX.

EAX, ECX, EDX can be used freely in an assembly function. EAX and EDX are used for the parameters and this leaves us with ECX to use as reg, that is ECX is 4 bytes and we need 1 byte only and CL or CH can be chosen. Now the implementation looks like this  

@@1: 
MOV CL, [EDX]

           
MOV [EAX], CL

          
INC EDX


INC EAX


CMP CL, 0

          
JNZ @@1:

Complete code

function StrCopy(Dest: PChar; const Source: PChar): PChar;

asm


@@1: 
MOV CL, [EDX]

           

MOV [EAX], CL

          

INC EDX




INC EAX




CMP CL, 0

          

JNZ @@1:

end;

34.1.1 Optimization

Several parts of the processor core can limit the performance of our string copy routine. The first thing one thinks of is memory bandwidth. The theoretical memory bandwidth from the registers to the L1 cache is 450MHz*256/8 = 14.4 GB/sec for a PIII 450. From registers to L2 it is (450MHz/2)*128/8 = 3.6GB/sec. From registers to RAM it is 100MHz * 64/8= 800 MB/sec. 

The theoretical memory bandwidth from the registers to the L1 cache is 933MHz*256/8 = 29.9 GB/sec for a PIII 933. From registers to L2 it is (933MHz)*256/8 = 29.9GB/sec. From registers to RAM it is 133MHz * 64/8 =1060 MB/sec

Another bottleneck can be decoding speed and the third thing is instruction execution.

34.1.1.1 Execution speed

The main loop consist of these six instructions 

	Instruction
	MicroInstruction for port

	MOV reg, mem
	1-P2

	MOV mem, reg
	1-P3, 1-P4

	INC
	1-P01

	INC
	1-P01

	CMP reg, imidiate
	1-P01

	JNZ
	1-P1


Table 19 Microinstruction breakdown for the string copy instructions.

MOV1 is the first instruction decoded and it has 1 microinstruction for P2. The second MOV instruction decodes into two microinstructions for P3 & P4. The one for P4 is a address calculation on the destination pointer. This one is immediately ready for execution and is also issued in the first clock. The second microinstruction must wait for the temporary register (eg BL) to be written by the first MOV and must go to the second clock cycle. The first INC can be issued in the second cycle because the first MOV has used the source pointer register in clock 1. The second INC must wait for the destination pointer register to be free. This happens in cycle 2, and it can issue to P0 or P1, which are both free. The CMP instruction can also be issued in cycle 2 because it is only dependant on the temporary register, but there is no execution unit ready. Whether the core issues the INC or the CMP instruction i don’t know, but issuing the CMP will save 1 clock cycle. The JNZ must wait for the CMP finishing writing the flags register, and is issued in clock 3 or 4 depending on the above mentioned choice.

	Clock Cycle
	Microinstruction execution

	1
	MOV1 P2, MOV2 P4

	2
	MOV2 P3, INC P0, CMP P1

	3
	INC P0, JNZ P1


Table 20 The fast issue choice

	Clock Cycle
	Microinstruction execution

	1
	MOV1 P2, MOV2 P4

	2
	MOV2 P3, INC P0, INC P1

	3
	CMP P0

	4
	JNZ P0


Table 21 The slow issue choice.

We can execute the loop in three clock cycles and this limits the speed to one byte per 3 clock cycles which is 450 / 3 Mbytes/sec = 150 MB/s on a 450 MHz processor.

If the core takes the wrong issue choice speed will drop to 450 / 4 Mbytes/sec = 112.5 MB/s. This is far below the theoretical limit of the RAM bus and the routine will not be memory bound.

This is the optimized version.

procedure StrCopy (Destination : PChar; Source : PChar);

 asm


@@1:  
MOV CL, [EDX]   

      

INC EDX               





MOV [EAX], CL   

      

INC EAX         

      

TEST CL, CL     

      

JNZ @@1         

 end;

34.1.2 Implantation in Pascal

procedure StringCopy (Destination : PChar; Source : PChar);

var

 I : Integer;

begin

 I := 0;

 repeat

  Destination[I] := Source[I];

  Inc(I);

 until(Source[I-1] = #0)

end;

is compiled into
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34.1.3 A C++ Version

This C++ version is implemented and compiled in C++ builder.

inline _fastcall void strcpydkc7(char *dest, const char *src)

 {

 register int I = 0;

 do                      

  {

   dest[I] = src[I];

   I++;

  }

 while(src[I-1] != '\0');

 };

is compiled into this
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The only difference between the Pascal and the C++ version is that C++ supports the keyword inline. The rest of the code is indentical and the resulting maschine code is also identical.
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Figure 21 DKC String Copy Performance on PIII 450/100.

It is seen that our string copy procedure is 132/78 = 1.7 times as fast as the Delphi routine on 64 byte strings. It was expected that the Delphi (StrCpyDKCPas7B) and the C++ Builder (strcpydkc7) implementations were equally fast or that the C++ Builder implementation was faster because it was inlined, but this is not the case here. Some, for the time being, unknown penalty reduces the C++ version speed. It is probably branch target misalignment, and a recompile can accidentally change this.

It is also seen that the Delphi compiler does some good work, because its code is nearly as fast as the hand coded version. There is actually no need to recode in assembly here, except because the compiler aligns function entry points on 4 byte boundaries and the assembly version’s branch target is the same as the entry point and this will be aligned too.

We can also see that the processor micro instruction reorder mechanism does a perfect job on scheduling the micro instructions to execute in three clock cycles. The maximum copy speed is 130 MB compared to the theoretical maximum of 150 MB. The theoretical limit does however not cope for any overhead in calling the function and we considered only the first loop and not the actual influence between loops.
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Figure 22 DKC String Copy Performance on PIII 933/133 Cu

The DKC string copy routine beats the Delphi library routine by a factor of 280/160 = 1.75 on 64 byte strings. The dip on strings of length 5 also seen on the PIII 450 CPU is also present here. An analysis with VTune reveals that the…..
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Figure 23 DKC String Copy Performance on Pentium 4 1800

On a Pentium 4 the Delphi Library String Copy routine is also beaten by a factor of 380/240 = 1.6 on 64 byte strings. On shorter strings the difference is even bigger, especially on strings of length 10 –15. The behavior of the DKC routine on a P4 is somewhat different compared to the behavior on the Pentium III machines. Especially on short strings the copy speed has a strong dependence on string lengths. This saw tooth pattern comes from …… 
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Figure 24 Speed measurement on optimized version.

It can be seen that some extra speed can be gained by making a compromise on the algorithm. This version does not check the fist byte for being a zero terminator and will fail if it is called on an empty string. The string must be 1 byte or longer.
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Figure 25 Speed of prefetch “enhanced” string copy.

It is seen that prefetching actually slows down string copy considerably. The prefetch instructions are only a hint to the data fetch hardware that it can prefetch data if it has the time to do it. The string copy code can keep the HW busy and there is no time to do any prefecth. The prefecth instructions take up decoder and execution bandwidth without having any impact on the data flow.
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Figure 26 Long string copy performance on Pentium 4

Even on long strings the DKC string copy routine if very much faster. It was expected that the library routine would catch up as strings got longer because it copies 4 bytes at a time. It however also determines the string length before starting to copy any characters and this overhead rises linearly with the string length because it simply does a linear search for the zero terminator. This is the reason that the DKC string copy is not defeated on long strings either.

34.2 String Length

The function 

function StrLen(const Str: PChar): Cardinal;

returns the length of a zero terminated string. Often we want to know whether a string is empty. The straightforward way to do this is like this

if (StrLen(S) = 0) then

 //String is empty

The StrLen function iterates over all characters in the string and counts the number of them. This is not necessary if we only want to know if the string is zero characters long. When we have counted 1 character that is not a zero terminator we are done and have seen that the string is not empty. Simply asking if the first character in the string is a zero terminator is sufficient.

if (S[0] = 0) then

 //String is empty

This code is much faster than the original one, especially on long strings.

34.3 Memory Copy

34.4 Integer Math

34.5 Floating Point Math

All timings in this chapter was done on a P4 1900 with Rambus RAM. 

34.5.1 Rectangular Complex Number Addition

The formula states that adding two complex numbers is done by adding the real parts and by adding the imaginary parts.

Writing a straight forward Object Pascal implementation of this yields this

function RectangularComplexAddD1(X, Y : TRectangularComplexD) : TRectangularComplexD;

begin

 Result.RealPart := X.RealPart + Y.RealPart;

 Result.ImaginaryPart := X.ImaginaryPart + Y.ImaginaryPart;

end;
The TrectangularComplexD record is defined as

TRectangularComplexD = record

 RealPart, ImaginaryPart : Double;

end;
First we examine the calling convention used. The default Object Pascal calling convention is register. Writing the function like this gives the same code as before

function RectangularComplexAddD1(X, Y : TRectangularComplexD) : TRectangularComplexD;  register;

Using this calling convention the two parameters X and Y are transferred as pointers and after entry into the function they are copied onto the stack.

This is the code that sets up the two parameter pointers, the result pointer and calls the function


The entry code looks like this.
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Figure 27 Entry code for RectangularComplexAdd

The clean up code looks like this
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Figure 28 Exit code for RectangularComplexAdd

The first optimization is to use the const keyword on the input parameters. This does not change the code before the call, but the entry code and the exit code is totally removed. Now the parameters are passed by reference and as there are no locals in the function no stackframe is needed.

This optimization yields a 6 times speed up.

This is all we can do using Object Pascal. 

The next optimization is done after the code is translated into assembly. Just typing in the code directly after the CPU view does translating into assembly.
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Figure 29 Assembly view of RetangularComplexAdd

It is seen that the code is very simple and has no redundancy. We could perhaps remove the first WAIT and this yields a 13% speed up.

The formula is entirely parallel as the same operation is applied to both parts of the complex number. As the calculations were done in double precision a direct translation into SSE2 is possible. 

This is the SSE2 version

function RectangularComplexAddD(const X, Y: TRectangularComplexD) : TRectangularComplexD;

begin

 asm

  //Result.RealPart := X.RealPart + Y.RealPart;

  //Result.ImaginaryPart := X.ImaginaryPart + Y.ImaginaryPart;

  MOVAPD XMM0, [EAX]

  MOVAPD XMM1, [EDX]

  ADDPD XMM1, XMM0

  MOVAPD [ECX], XMM1

 end;

end;

SSE2 comes in a variant operating on 16 byte aligned data and one operating on non aligned data. The one shown here is the aligned version. Using this 15% speedup compared to the assembly version using only one wait.

Rule Of Thumb no X: Use aligned SSE2 code.

The non-aligned version looks like this

function RectangularComplexAddD8(const X, Y: TRectangularComplexD) : TRectangularComplexD;

begin

 asm

  //Result.RealPart := X.RealPart + Y.RealPart;

  //Result.ImaginaryPart := X.ImaginaryPart + Y.ImaginaryPart;

  MOVUPD XMM0, [EAX]

  MOVUPD XMM1, [EDX]

  ADDPD XMM1, XMM0

  MOVUPD [ECX], XMM1

 end;

end;

This one is 35 % slower as the assembly version using ordinary IA 32 FP instructions.

The last optimizations that are possible is to inline the functions. Inlining the IA32 version gives us a 76% speed increase and inlining the SSE2 aligned version gives us a 2 times speed up.

Rule Of Thumb no X: Do not use unaligned SSE2 code.
All in all it was possible to optimize the IA 32 FP variant 11.9 times and the SSE2 variant 15.6 times. SSE2 yielded a 31% speed advantage over plain FP. Using non aligned SSE2 is not feasible.

Profiling using VTune reveals that the clock cost is: First FLD 24%, first FADD 21%, First FSTP 12%, second FLD 0%, second FADD 5% and second FSTP 16%. The FWAIT is free and the rest of the cycles are overhead consumed by the loop instructions in the timing code.

No penalties are present except for cache misses on the first iteration.

34.5.2 Complex number rectangular to polar conversion

A direct implementation of the textbook formula looks like this

function RectangularToPolarD1(X : TRectangularComplexD) : TPolarComplexD;

begin

 Result.Amplitude := Sqrt((X.RealPart * X.RealPart + X.ImaginaryPart * X.ImaginaryPart));

 Result.Phase := (180 / PI) * ArcTan2(X.ImaginaryPart, X.RealPart);

end;
First we apply the const key word optimization

function RectangularToPolarD2(const X : TRectangularComplexD) : TPolarComplexD;

begin

 Result.Amplitude := Sqrt((X.RealPart * X.RealPart + X.ImaginaryPart * X.ImaginaryPart));

 Result.Phase := (180 / PI) * ArcTan2(X.ImaginaryPart, X.RealPart);

end;
This gave us a 2.4 times speedup.

The next optimization is to replace 180/PI by the value 57.29577951308232. This is called constant folding and the compiler does it so doing it by hand yielded no extra speed up.

The first line in the function is translated by the compiler into this
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This code is fairly optimal. What seemed to be a call to the function Sqrt is implemented without any overhead. The compiler does some magic here as it is even better than inlining a Sqrt function.
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The second line in the function has a call to ArcTan2 and this can be inlined manually.

asm

  //Result.Phase := 57.29577951308232 * ArcTan2(X.ImaginaryPart, X.RealPart);

  FLD    QWORD PTR [EAX + $08]//X.RealPart

  FLD    QWORD PTR [EAX]//X.ImaginaryPart

  FPATAN

  FMUL   Const1

  FSTP   QWORD PTR [EDX + $08]//Result.Phase

  FWAIT

 end;
We are actually doing a little more than inlining ArcTan2 here as the value 57.29 is defined as a constant and multiplied to the ArcTan2 result immediately without popping the result of the FP stack first.

This optimization could only be done after converting the code into assembly. If  a temporary is introduced to hold the result from the ArcTan2 function the speed will decrease due to the cost of setting up and removing the stackframe. The drop is 19%. 

Inlining ArcTan2 like this

function RectangularToPolarD3(const X : TRectangularComplexD) : TPolarComplexD;

var

 Temp : Double;

begin

 Result.Amplitude := Sqrt((X.RealPart * X.RealPart + X.ImaginaryPart * X.ImaginaryPart));

 //Temp := ArcTan2(X.ImaginaryPart, X.RealPart);

 asm

        FLD     X.ImaginaryPart

        FLD     X.RealPart

        FPATAN

        FSTP    Temp

        FWAIT

 end;

 Result.Phase := 57.29577951308232 * Temp;

end;
Results in the compiler starting to create suboptimal code for addressing the variables.
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The optimal way of addressing variables on the stack is using

FLD QWORD PTR [EBP - $X]

Now the compiler does like this

MOV EAX, [EBP - $X]

FLD QWORD PTR [EAX]

The result is that this code version runs 5 times slower than it did before inlining ArcTan2.

But how fast is the version we introduced before getting into this mess? 28% speed increase gave the ArcTan2 inlining with the extra optimization of doing the constant multiplication imidiately on the ArcTan2 result.

This is the optimal code for the function.

function RectangularToPolar(const X : TRectangularComplexD) : TPolarComplexD;

const

 Const1 : Double = 57.29577951308232;

begin

/Result.Amplitude := Sqrt((X.RealPart * X.RealPart + X.ImaginaryPart * X.ImaginaryPart));

asm

  //Result.Phase := 57.29577951308232 * ArcTan2(X.ImaginaryPart, X.RealPart);

  FLD    QWORD PTR [EAX + $08]//X.RealPart

  FLD    QWORD PTR [EAX]//X.ImaginaryPart

  FPATAN

  FMUL   Const1

  FSTP   QWORD PTR [EDX + $08]//Result.Phase

  FWAIT

 end;

end;
The runtime is dominated by the long latency of the FPATAN instruction, which is 150-300 clock cycles depending on the operand values. The FSQRT also has a long latency of 38 cycles in double precision.

34.5.3 Complex number rectangular to polar conversion

We start as usual with an implementation following the textbook.

function PolarToRectangularD1(X : TPolarComplexD) : TRectangularComplexD;

var

 XPhase : Double;

begin

 X.Phase := DegToRad(X.Phase);

 Result.RealPart := Cos(X.Phase) * X.Amplitude;

 Result.ImaginaryPart :=  Sin(X.Phase) * X.Amplitude;

end;

Then introducing the const keyword. 

function PolarToRectangularD2(const X : TPolarComplexD) : TRectangularComplexD;

var

 XPhase : Double;

begin

 XPhase := DegToRad(X.Phase);

 Result.RealPart := Cos(XPhase) * X.Amplitude;

 Result.ImaginaryPart :=  Sin(XPhase) * X.Amplitude;

end;

Now the speed decreased by 1 %! Not exactly what was expected. It is necessary to do further investigations. First we take a look at the entry and exit code for the 2 functions.
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Figure 30 Entry code without const
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Figure 31 Entry code with const
The const keyword modifies the calling convention and the input parameters are not copied to the local stackframe. No speed decrease here, on the contrary a speed increase is expected to be the result.
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Figure 32 Exit code without const
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Figure 33 Exit code with const
The exit code is slightly different but it cannot explain why the speed decreased.

A Vtune analysis shows that both versions suffer from memory size stalls because the DegToRad functions returns an extended, which is assigned to a double.

They also suffer from misaligned data as the local stack frame is only 4 byte aligned and the variable Xphase is 8 byte.

The second code version also suffers from the”Return not found penalty”. The actual return address is different than the return address stored in the RSB (Return Stack Buffer). 

These penalties blurs the effects of our changes and we proced without investigating matters further.

The DegToRad function multiplies X.Phase with PI/180. This is inlined.

function PolarToRectangularD3(const X : TPolarComplexD) : TRectangularComplexD;

var

 XPhase : Double;

begin

 XPhase := X.Phase * (PI/180);

 Result.RealPart := Cos(XPhase) * X.Amplitude;

 Result.ImaginaryPart :=  Sin(XPhase) * X.Amplitude;

end;
The Speed increase is 23 % over the initial solution. 

The constant PI/180 can be folded into 0.0174532925199432957692. This does no difference as the compiler did that already.

We are not impressed by the improvements achieved so far and try something entirely different. It is seen that the Cos and Sin functions are called with the same argument. An instruction exist that can calculate Sin and Cos in one go. The latency for FSIN is 160-180 and FCOS 190-240. FSINCOS  has a latency of 160-220. It is seen that calculating sin and cos at once has approximately half the latency as calling both cos and sin. This instruction is used by the SinCos function in the math unit.

This implementation looks like this.

function PolarToRectangularD5(const X : TPolarComplexD) : TRectangularComplexD;

var

 Cos, Sin : Extended;

 XPhase : Double;

begin

 XPhase := X.Phase *  (PI/180);

 SinCos(XPhase, Sin, Cos);

 Result.RealPart := Cos * X.Amplitude;

 Result.ImaginaryPart :=  Sin * X.Amplitude;

end;
The speed increase is 68%. Now it starts to rock.

The library function SinCos operates on extended variables, but we are only using double precision variables as well as the control word is set to specify double precision computations. To cope with this a new version of the SinCos function is made with double precision parameters and result type.

Now we have this code

function PolarToRectangularD6(const X : TPolarComplexD) : TRectangularComplexD;

var

 Cos, Sin : Double;

 XPhase : Double;

begin

 XPhase := X.Phase *  (PI/180);

 DKCSinCosD3(XPhase, Sin, Cos);

 Result.RealPart := Cos * X.Amplitude;

 Result.ImaginaryPart :=  Sin * X.Amplitude;

end;
The result is a further 15% speed increase.

The next step is to inline the DKCSinCos function.

function PolarToRectangularD8(const X : TPolarComplexD) : TRectangularComplexD;

var

 Cos, Sin : Double;

 XPhase : Double;

const

 Const1 : Double = 0.0174532925199432957692;

begin

 XPhase := X.Phase * Const1;

 //DKCSinCosD3(X.Phase * 0.0174532925199432957692, Sin, Cos);

 asm

  FLD     XPhase

  FSINCOS

  FSTP    Cos

  FSTP    Sin

 end;

 Result.RealPart := Cos * X.Amplitude;

 Result.ImaginaryPart :=  Sin * X.Amplitude;

end;

To get any further it is necessary to convert to assembly. While doing this we also interchanged the two last lines. This was done because the next optimization is to remove back to back stores and loads and after the line interchange the value sin is used right after it is stored, thus one more back to back store load can be removed.

function PolarToRectangularD9(const X : TPolarComplexD) : TRectangularComplexD;

var

 Cos, Sin : Double;

 XPhase : Double;

const

 Const1 : Double = 0.0174532925199432957692;

begin

 //XPhase := X.Phase * Const1;

 asm

  FLD     QWORD PTR [EAX + $08] //X.Phase

  FMUL    Const1

  FSTP    XPhase

  FWAIT

 end;

 //DKCSinCosD3(X.Phase * 0.0174532925199432957692, Sin, Cos);

 asm

  FLD     XPhase

  FSINCOS

  FSTP    Cos

  FSTP    Sin

  FWAIT

 end;

 //Result.ImaginaryPart :=  Sin * X.Amplitude;

 asm

  FLD     Sin

  FMUL    QWORD PTR [EAX]       //X.Amplitude

  FSTP    QWORD PTR [EDX + $08] //Result.ImaginaryPart

  FWAIT

 end;

 //Result.RealPart := Cos * X.Amplitude;

 asm

  FLD     Cos

  FMUL    QWORD PTR [EAX]       //X.Amplitude

  FSTP    QWORD PTR [EDX]       //Result.RealPart

  FWAIT

 end;

end;
A translation to asm gives no speed increase as we just wrote in assembly what the compiler translated the Pascal code into.

The first thing do do efter converting to asm is to remove all but one of the FWAIT instructions.

function PolarToRectangularD10(const X : TPolarComplexD) : TRectangularComplexD;

var

 Cos, Sin : Double;

 XPhase : Double;

const

 Const1 : Double = 0.0174532925199432957692;

begin

 //XPhase := X.Phase * Const1;

 asm

  FLD     QWORD PTR [EAX + $08] //X.Phase

  FMUL    Const1

  FSTP    XPhase

 end;

 //DKCSinCosD3(X.Phase * 0.0174532925199432957692, Sin, Cos);

 asm

  FLD     XPhase

  FSINCOS

  FSTP    Cos

  FSTP    Sin

 end;

 //Result.ImaginaryPart :=  Sin * X.Amplitude;

 asm

  FLD     Sin

  FMUL    QWORD PTR [EAX]       //X.Amplitude

  FSTP    QWORD PTR [EDX + $08] //Result.ImaginaryPart

 end;

 //Result.RealPart := Cos * X.Amplitude;

 asm

  FLD     Cos

  FMUL    QWORD PTR [EAX]       //X.Amplitude

  FSTP    QWORD PTR [EDX]       //Result.RealPart

  FWAIT

 end;

end;
Removing all but one FWAIT instruction did not speed up the code.

In this next version the two back to back stores and loads of Xphase and Sin are removed. This also makes it possible to remove the declaration of the variable Sin as no uses of it are leftover.

function PolarToRectangularD11(const X : TPolarComplexD) : TRectangularComplexD;

var

 Cos : Double;

const

 Const1 : Double = 0.0174532925199432957692;

begin

 //XPhase := X.Phase * Const1;

 asm

  FLD     QWORD PTR [EAX + $08] //X.Phase

  FMUL    Const1

end;

 //DKCSinCosD3(X.Phase * 0.0174532925199432957692, Sin, Cos);

 asm

  FSINCOS

  FSTP    Cos

 end;

 //Result.ImaginaryPart :=  Sin * X.Amplitude;

 asm

  FMUL    QWORD PTR [EAX]       //X.Amplitude

  FSTP    QWORD PTR [EDX + $08] //Result.ImaginaryPart

 end;

 //Result.RealPart := Cos * X.Amplitude;

 asm

  FLD     Cos

  FMUL    QWORD PTR [EAX]       //X.Amplitude

  FSTP    QWORD PTR [EDX]       //Result.RealPart

  FWAIT

 end;

end;
Removing back to back stores and loads and getting rid of one local variable yielded no speed increase this time. This is because the local was aligned and could be accessed in the L1 cache in one clock cycle. Parallelization hides the penalty of the redundant load and stores and finally our timing is not 100% precise. Still I find the optimization worth while as the redundancy penalty or a misaligned variable penalty could show up later/again.

Now there is only one local variable left, Cos. If this is removed there is no use for a stack frame. Removing Cos is pretty easy, and it involves removing the load and stores and adding one FXCH instruction. FXCH instructions almost come for free and even though it can be removed by rescheduling the code slightly it is not necessary to do so. Getting rid of the local variables also means that no risk of misaligned variables is left. The parameter and the result variable are aligned in the function calling our function, and because call by reference is used they are aligned in the function too.

function PolarToRectangularD12(const X : TPolarComplexD) : TRectangularComplexD;

const

 Const1 : Double = 0.0174532925199432957692;

begin

 //XPhase := X.Phase * Const1;

 asm

  FLD     QWORD PTR [EAX + $08] //X.Phase

  FMUL    Const1

 end;

 //DKCSinCosD3(X.Phase * 0.0174532925199432957692, Sin, Cos);

 asm

  FSINCOS

 end;

 //Result.ImaginaryPart :=  Sin * X.Amplitude;

 asm                            

  FXCH

  FMUL    QWORD PTR [EAX]       //X.Amplitude

  FSTP    QWORD PTR [EDX + $08] //Result.ImaginaryPart

 end;

 //Result.RealPart := Cos * X.Amplitude;

 asm

  FMUL    QWORD PTR [EAX]       //X.Amplitude

  FSTP    QWORD PTR [EDX]       //Result.RealPart

  FWAIT

 end;

end;
The last possible optimization is to inline the entire function and moving the address calculations out of the loop.

This was a 2% speed increase and totally we achieved a 2.8 times increase in speed.

Here at the end it could be interesting to actually see what determines the speed of the code. VTune comes in handy here with its ability to show all the penalties and instruction interdependencies. 

Profiling the code shows that the FSINCOS instruction takes 64% of the clock cycles. The first FLD comes in at second place and consumes 14% of the clock cycles. The last FSTP uses 7% of the clock cycles. The second last FSTP takes 6%. These 4 instructions take 91% of the execution time.

No penalties are present except for cache misses on the first iteration. All in all the code is pretty optimal.

34.6 Other Compilers

35 Bugs in Delphi 6

35.1 CPU View

Vises som MOVUPS i CPU view

Vises som ADDPS i CPU view

Vises som MOVUPS i CPU view

35.2 BASM

FMUL    //Bug is translated as FMULP ST(1)

FMULP   ST(1) will not compile

FADDP  ST(1) will not compile

MOVAPD XMM0, [EAX] Is shown as MOVAPS XMM0, [EAX] in CPU view

FSUBP //ST(1) = ST(1) - ST(0) ifølge Intel  men ST(0) = ST(1) - ST(0) er korrrekt

FMULP //Translates to FMULP ST(1)//FMULP ST(1) will not compile //FMULP  ST(0), ST(1) will not compile

36 List of P6 Instruction Timings and Microinstruction Breakdown

	Instruction
	Operand
	Execution unit
	Microops


	Latency
	Throughput

	
	
	
	P0
	P1
	P01
	P2
	P3
	P4
	
	

	ADD
	reg, reg
	
	
	
	1
	
	
	
	
	

	MOVNTQ
	
	
	
	
	
	
	
	
	3
	1

	XORPS
	
	
	
	
	
	
	
	
	2
	2

	MOVLPS
	
	
	
	
	
	
	
	
	3
	1

	ANDPS
	
	
	
	
	
	
	
	
	2
	2

	ORPS
	
	
	
	
	
	
	
	
	2
	2

	MOVHPS
	
	
	
	
	
	
	
	
	3
	1

	ADDPS
	
	PFADDER
	
	
	
	
	
	
	4
	2

	DIV
	reg32
	
	2
	
	1
	1
	
	
	39
	37

	FADD
	Reg
	
	1
	
	
	
	
	
	3
	1

	FCOS
	Reg
	
	
	
	
	
	
	
	
	

	FDIV DP
	
	
	
	
	
	
	
	
	32
	

	FDIV EP
	
	
	
	
	
	
	
	
	38
	37

	FDIV SP
	Reg
	
	1
	
	
	
	
	
	18
	

	FFREE
	Reg
	
	1
	
	
	
	
	
	
	

	FLD
	mem32/64
	
	
	
	
	1
	
	
	1
	

	FLDZ
	Reg
	
	1
	
	
	
	
	
	
	

	FMUL
	Reg
	
	1
	
	
	
	
	
	5
	2

	FPTAN
	Reg
	
	
	
	
	
	
	
	13-143
	

	FSIN
	Reg
	
	
	
	
	
	
	
	27-103
	

	FSQRT
	Reg
	
	1
	
	
	
	
	
	69
	

	FST
	mem32/64
	
	
	
	
	
	1
	1
	1
	

	FSUB
	Reg
	
	1
	
	
	
	
	
	3
	1

	FXCH
	Reg,reg
	
	
	
	
	
	
	
	0
	

	JMP(x)
	
	
	
	1
	
	
	
	
	
	

	LEA
	reg, mem
	
	1
	
	
	
	
	
	1
	

	MOV
	reg, reg
	
	
	
	1
	
	
	
	
	

	MOV
	reg, mem
	
	
	
	
	1
	
	
	
	

	MOV
	mem, reg
	
	
	
	
	
	1
	1
	
	

	MOVAPS
	
	
	
	
	
	
	
	
	
	

	MOVSS
	
	
	
	
	
	
	
	
	1
	1

	MUL
	reg, reg
	
	1
	
	
	
	
	
	4
	1

	NOP
	
	
	
	
	1
	
	
	
	
	

	POP
	Mem, reg
	
	
	
	1
	1
	
	
	
	

	PREFETCH
	Mem
	
	
	
	
	1
	
	
	
	

	PUSH
	Reg, mem
	
	
	
	1
	
	1
	1
	
	

	SUB
	reg, reg
	
	
	
	1
	
	
	
	
	

	SUBPS
	
	PFADDER
	
	
	
	
	
	
	4
	2


Table 22 Microinstruction breakdown and latency for common instructions on the P6 Kernel

37 List of P4 Instruction Timings and Microinstruction Breakdown

	Instruction
	Operand
	Execution unit
	Latency
	Throughput

	ADC
	Reg, Reg
	
	8
	3

	ADD
	Reg, reg
	ALU
	0.5
	0.5

	ADDPD
	Xmm,xmm
	FP_ADD
	4
	2

	ADDPS
	Xmm, xmm
	FP_ADD
	4
	2

	ANDPD
	Xmm, xmm
	MMX_ALU
	4
	2

	CALL
	
	ALU, MEM_STORE
	5
	1

	CMP
	
	ALU
	0.5
	0.5

	CMPPD
	Xmm, xmm
	FP_ADD
	4
	2

	CMPSD
	Xmmm, xmm,imm8
	FP_ADD
	4
	2

	DEC
	
	ALU
	1
	0.5

	DIV
	Reg
	
	56-70
	23

	F2XM1
	
	
	90-150
	60

	FABS
	
	FP_MISC
	2
	1

	FADD
	
	FP_ADD
	5
	1

	FCHS
	
	FP_MISC
	2
	1

	FCOM
	
	FP_MISC
	2
	1

	FCOS
	
	
	190-240
	130

	FDIV DP
	
	FP_DIV
	38
	38

	FDIV EP
	
	FP_DIV
	43
	43

	FDIV SP
	
	FP_DIV
	23
	23

	FFREE
	
	
	
	

	FLD
	Mem32/64
	
	
	

	FLDZ
	
	
	
	

	FMUL
	
	FP_MUL
	7
	2

	FPATAN
	
	
	150-300
	140

	FPTAN
	
	
	225-250
	170

	FPTAN
	
	
	225-250
	170

	FRNDINT
	
	
	30
	11

	FSCALE
	
	
	60
	7

	FSIN
	
	
	160-180
	130

	FSINCOS
	
	
	160-220
	130

	FSQRT DP
	
	FP_DIV
	38
	38

	FSQRT EP
	
	FP_DIV
	43
	43

	FSQRT SP
	
	FP_DIV
	23
	23

	FST
	mem32/64
	
	
	

	FSTP
	
	
	
	

	FSUB
	
	FP_ADD
	5
	1

	FXCH
	
	
	0
	1

	FYL2X
	
	
	140-190
	85

	FYL2XP1
	
	
	140-190
	85

	IMUL
	
	FP_MUL
	14
	3

	INC
	
	ALU
	1
	0.5

	INC
	
	
	1
	0.5

	Jcc
	
	
	
	0.5

	LEA
	Reg, mem
	
	
	

	MOV
	
	
	0.5
	0.5

	MOVD
	Mm, r32
	MMX_ALU
	2
	1

	MOVD
	r32, mm
	FP_MISC
	2
	1

	MOVD
	R32,xmm
	FP_MOVE, FPMISC
	10
	1

	MOVDQA
	Xmm, xmm
	FP_MOVE
	6
	1

	MOVDQU
	Xmm, xmm
	FP_MOVE
	6
	1

	MOVQ
	Mm, mm
	FP_MOVE
	6
	1

	MOVQ
	Xmm, xmm
	MMX_SHFT
	2
	2

	MOVSD
	Xmm, xmm
	MMX, SHFT
	6
	2

	MOVUPD
	Xmm,xmm
	FP_MOVE
	6
	1

	MUL
	Reg, reg
	
	14-18
	5

	MULPD
	Xmm, xmm
	FP_MUL
	6
	2

	NOP
	
	
	0.5
	0.5

	PADDQ
	mm, mm
	MMX_ALU
	2
	1

	PADDQ
	Xmm, xmm
	MMX_ALU
	6
	2

	PAND
	xmm, xmm
	MMX_ALU
	2
	2

	PANDN
	xmm, xmm
	MMX_ALU
	2
	2

	PMAX
	Xmm, xmm
	MMX_ALU
	2
	2

	PMIN
	Xmm, xmm
	MMX_ALU
	2
	2

	POP
	Mem, reg
	
	
	

	POR
	Mm, mm
	MMX_ALU
	2
	1

	POR
	xmm, xmm
	MMX_ALU
	2
	2

	PSUBB
	Xmm, xmm
	MMX_ALU
	2
	2

	PSUBD
	Xmm, xmm
	MMX_ALU
	2
	2

	PSUBQ
	Xmm, xmm
	MMX_ALU
	6
	2

	PSUBQ
	mm, mm
	MMX_ALU
	2
	1

	PSUBW
	Xmm, xmm
	MMX_ALU
	2
	2

	PUSH
	Reg, mem
	
	
	

	PXOR
	Xmm, xmm
	MMX_ALU
	2
	2

	SQRTPD
	Xmm, xmm
	FP_DIV
	62
	62

	SQRTSD
	Xmm, xmm
	FP_DIV
	35
	35

	SUB
	Reg, reg
	
	0.5
	0.5

	SUBPD
	Xmm, xmm
	FP_ADD
	4
	2

	SUBSD
	Xmm, xmm
	FP_ADD
	4
	2

	TEST
	
	ALU
	0.5
	0.5


Table 23 Microinstruction breakdown and latency for common instructions on the P4 Kernel

38 Conclusion

Code optimization is an important issue these days. A speed difference of 5-10 times between the first code draft and an optimized version is normal. This is very much compared to the speed difference between processors which is approximately 2 times per generation and less than 10% between an Intel processor and an AMD from the same generation and at the same clock. Therefore is code optimization much more important than getting the absolutely newest and fastest processor.

Much can be achieved by tweaking the high level code. 

The Delphi compiler does a lot of optimization on integer code. 

The Delphi compiler does a poor job on optimizing floating point code. 

State of the art performance can only be achieved by hand coding in assembly.

I hope you gained some knowledge on writing fast code by reading this article.
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